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Abstract 

The purpose of this project was to evaluate the performance of an NVidia Jetson TX2 as a 

low Size, Weight, and Power (SWaP) embedded processor in an image processing application. In 

order to do so, we produced a functional prototype of a visual target tracking system using the TX2 

operating with a connection to Lincoln Laboratory’s Airborne Processor (ABP) that could detect 

and locate targets using real-time image data from a capture device. This process began with the 

development and improvement of two algorithms written using Compute Unified Device 

Architecture (CUDA) to process images on the Jetson TX2, followed by development of a 

Transmission Control Protocol (TCP) program that transmitted and received images between the 

Jetson and a Linux-based workstation. Over the course of the project, the Jetson was connected to 

the ABP so that the performance of the processor could be tested using real data. The MQP team 

ran benchmark tests on the prototype for performance analysis, and multiple boards were run in 

parallel to test the feasibility of clustering Jetsons for applications with higher processing power 

requirements while maintaining low SWaP. 
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Introduction 

As imaging technology becomes increasingly powerful, capture devices that can produce 

high resolution images are becoming commonplace. As the resolution increases, so do the 

resources required to process the image. The image processing that is performed can be represented 

by mathematical operations that, individually, are not particularly demanding. However, numerous 

operations need to be performed on every pixel in an image based on which algorithms are used, 

which increases the required processing power, especially if the input is a stream of images to be 

processed. Image Processing applications are ideal for a Graphical Processing Unit (GPU), 

offering thousands of cores that can each perform simple operations on data simultaneously.  This 

dramatically increased level of processing power allows a GPU-based system of a much smaller 

size, weight and power draw to compete with a larger and more powerful CPU-based system for 

parallelized functions that the GPU can excel at. The fundamental idea that we intended to quantify 

in this project is whether or not a small form factor embedded GPU can process parallelizable 

functions to a degree of speed and accuracy in which it would have real-time data processing 

applications.  There are several reasons for choosing image processing as the field of comparison. 

Firstly, capturing and processing images is something that Lincoln Laboratory staff often require 

for their projects, and having more form-factors available to do so is quite desirable.  Secondly, it 

is immediately obvious that it is a field where a high potential for parallelization is available. 

Over the course of this project, we developed an image processing system prototype that 

could connect with the Airborne Processor (ABP) at MIT Lincoln Laboratory to analyze and track 

targets within real image data. The prototype can be classified by its hardware and software 

components.  The NVidia Jetson embedded GPU is the hardware that provides the processing 

power for the system.  The software consists of two image processing algorithms implemented for 

the GPU, as well as some additional software that allows the system to send and receive data via 

Ethernet connection. While the Jetson board was fully functional from the beginning, the software 

written for it was developed over the course of the project. The software on the Jetson was written 

using CUDA and C++.  Additional networking programs were also developed for the ABP in C++. 
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Figure 1: System Block Diagram 

The overall structure of the prototype is depicted in Figure 1.  The imaging device can be 

any device that can capture greyscale 640x480 Standard Definition (SD) imagery and store the 

associated frame data into an ImageAuxT structure, shown in Figure 2. An ImageAuxT contains 

the image represented as a two-dimensional array of intensity values, data specific to the image, 

and data specific to the sensor that captured the image. 

 

Figure 2: ImageAuxT Contents 

 Each one of these structures represents the data captured for a single frame of video, and 

because of this, the Publisher Component will receive many of these ImageAuxT messages, 



7 

 

 

translates them into a bitstream of data that is sent directly to the Jetson board over a TCP 

connection.  The Jetson board then applies image processing algorithms to the image data, and 

produces a processed two-dimensional array of intensity values, as well as a sequence of any 

target detections found using image processing techniques explained in the Background and 

Methods sections.  This data is sent to the Subscriber Component as a bitstream over a TCP 

connection. 

 The data received by the Subscriber Component are then packaged into an 

ImageAuxMetaT structure, which is a structure that contains an ImageAuxT as well as an 

additional sequence of detections and calibration metadata which can be seen in Figure 3: 

 

Figure 3: ImageAuxMetaT Contents 

 This specific data packaging format was used because most other components in the ABP 

can only process imagery and metadata held in ImageAuxMetaT and ImageAuxT structures.  

These structures are sent to the Cluster Centroider block as well as the Image Display.  The Cluster 

Centroider groups together nearby detections and stores these values in a ClustersT structure that 

can be seen in Figure 4.  Specifically, the ClustersT structure contains data regarding detections, 

the sensor, and the image as well as a sequence of clusters that represents a group of detections 

that are spatially close to one another; any lone detections are filtered out.   
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Figure 4: ClustersT Contents 

 Finally, the ImageDisplay component subscribes to the ClustersT structures that are 

generated by the Cluster Centroider, along with the ImageAuxMetaT structures produced by the 

Subscriber Component. It uses the frame data within the ImageAuxMetaT structure to draw a 

sequence of processed images, and the cluster data from the ClustersT structure to draw an overlay 

of detections over the video. 
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Background 

Jetson TX2 

The Jetson TX2 is an embedded single-board computer with specifications that can be 

found online [1], and is the device on which most of the software for this project was developed.  

The most notable features are a Dual Core Denver 2/2 MB L2, a Quad Core ARM A57/2 MB L2 

pairing of Central Processing Units, or CPUs, as well as an NVidia Pascal GPU with 256 CUDA 

cores.  By default, programs run on the Jetson primarily use CPU resources unless the GPU is 

explicitly called. CUDA, short for Compute Unified Device Architecture, is the programming 

language that can be used to develop programs that utilize the GPU. CUDA is a parallel computing 

platform created by NVidia that gives the user direct access to the parallel computational elements 

available on a GPU, which can be described and implemented in code as a compute kernel, or 

kernel for short [2].  The data on the GPU is typically referred to as “device” code, and the data on 
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the CPU is referred to as “host” code.  A graphical representation of the interaction between the 

CPU and GPU can be seen in Figure 5.  

 

Figure 5: CPU vs GPU; Device vs Host Execution 
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Graphical Processing Unit 

When compared to a Central Processing Unit (CPU), GPUs have far more cores on which 

threads can be executed, offering a much higher potential for parallelism [2].  Besides the increase 

in parallelism, a GPU can also execute more threads concurrently per core than a CPU can.  While 

parallel and concurrent are terms that convey similar concepts, they have a key difference. As an 

example, concurrent execution occurs when one processor switches context between two threads 

while only executing one at a time. A processor executing the same two threads simultaneously 

uses true parallel execution. For the purpose of simplicity, the combination of these two concepts 

will be referred to in this paper as “parallelism”.   

The levels of parallelism within a GPU can be clearly visualized in its organization.  

Threads are grouped together in thread blocks, which in turn are grouped into grids.  Threads are 

processed by individual processors/cores.  Thread blocks are processed by a group of cores that 

make up the GPU.  Entire grids are processed by GPUs.  Another important topic is warps, defined 

as a group of thirty-two threads within a thread block that run using a Single Instruction Multiple 

Data (SIMD) protocol, a classification defined in Flynn’s taxonomy of computer architectures [3].  

This allows many threads to run using a minimal number of instruction cycles.  A common hazard 

that limits this exploitation of parallelism is divergence within a warp, which occurs when two or 

more threads in a warp execute different instructions on the same cycle.  Warps within a block are 

scheduled to be executed on a core, and any divergence within a warp requires additional core 

utilization.   

It is desirable to optimize the number of threads per block and blocks per grid to be 

executed in order to properly utilize the functionality offered by the GPU. These values are often 

best determined through experimentation, though there are general best practices to help develop 

a strong baseline with which to start.  First, threads are typically best distributed in multiples of 

32, so that the chance of utilizing the entirety of a warp is much more likely. Also, the number of 

threads per block should be as close as possible to the number of blocks per grid. This was 

extrapolated in an experiment represented in Figure 6, in which every possible thread - block 
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configuration was executed. The number of threads was incremented from 1 and 512, while the 

number of blocks varied between 1 and 512 [4]: 

  

 

Figure 6: Thread/Block Experimentation 

Another important consideration for the GPU is memory management.  The fastest memory 

that is accessible by a thread are registers, which are local to threads.  The second fastest memory 

type is shared memory, which is shared between threads within a block.  An important 

consideration for using shared memory is the minimization of bank conflict frequency.  A bank is 

a subsection within shared memory, and a bank conflict occurs when data at different locations 

within a bank are being accessed at the same time [5].  In order to avoid bank conflicts, typically 

memory access patterns should be at the same location within a bank if possible.  In Figure 7, each 

of the even numbered banks is experiencing a bank conflict. 
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Figure 7: Bank Conflict Visualization 

 The next fastest memory types are constant and texture memory.  Constant memory is read-

only, and is used where data that will not change throughout the execution of a kernel can be 

stored.  Similarly, texture memory is also a read-only memory type that has been optimized for 

two-dimensional access patterns.   

The slowest memory types are global memory and local memory.  Global memory is where 

memory that is visible to all threads across all blocks are stored, and has the largest capacity of the 
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available memory types.  Local memory is where all the data that could not fit within registers in 

a thread are stored. Local memory does not have a unique location within physical memory, but is 

instead an abstraction of physical memory.  This implies that local memory and global memory 

have the same read/write time, which is very slow [6].  Figure 8 [7] is a visualization as to how 

memory interacts with each level of the GPU hierarchy. 

 

Figure 8: GPU Memory Hierarchy 

When comparing GPUs against CPUs, GPUs have more cores, but are typically slower 

than the cores on a CPU, and have more limited features. To take advantage of the parallelism 

offered by GPUs while minimizing the effect of having slower cores, GPUs are best suited for 

functions in which a simple computation needs to be performed a vast number of times [8].  A 

function that fits this description perfectly is image processing. 
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Image Processing 

Image processing is the alteration of image or video data using mathematical functions.  

For the scope of this project, image processing was used to improve the quality of an image and 

detect targets within the image. The image data is represented as a frame.  A frame is a two-

dimensional array of integers that represents the image, in which each integer value is the intensity 

of the pixel at the corresponding location in the image. When infrared energy reaches each detector 

in the detector array, an increase in voltage occurs, which is converted to a digital value and saved 

as intensity. 

At the beginning of the project, there were two image processing algorithms that were used. 

The first was a Non-Uniformity Correction (NUC) algorithm.  Typically, most digital imagery in 

the visible spectrum is much more uniform, and each pixel generally reacts to light in the same 

way.  However, infrared imagery, the type being used for this project, is notorious for having 

notable non-uniformity issues, where each pixel may have a very different baseline level when 

interacting with infrared energy.  As a result, a Non-Uniformity Correcting algorithm is necessary 

to produce uniform images from the raw imagery that will allow for the accurate detection of 

targets.  This algorithm corrects the pixels in a given frame using corresponding pixel values from 

previous frames.  These past pixels are used to generate a moving average that simulates the fixed-

pattern noise present in the transmission, and subtracts this average out from the current pixel to 

generate a corrected image.  Figure 9 offers a visualization of this algorithm. 

 

Figure 9: NUC Visualization 

Once the image has been corrected, targets are acquired using the second algorithm: a Cell 

Averaging - Constant False Alarm Rate (CA-CFAR) algorithm.  There are quite a few options in 

terms of algorithms that can be used to detect targets.  The CFAR was used because it had already 

been partially developed before starting this project, and makes good use of the parallelism 
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available on a GPU.  This algorithm determines whether or not a given pixel is a “detection” based 

on a threshold level that is dynamically adjusted based on variables within a frame.  A major factor 

is the average value of the noise of the cells within a window of pixels near the given pixel, and 

whether or not the given pixel has an intensity greater than this average noise value (or standard 

deviation) multiplied by a desired constant false alarm rate, as well as other scaling factors.  Figure 

10 offers a visualization of this algorithm. 

 

Figure 10: CFAR Visualization 

 

Network Protocols 

The TCP/IP suite was designed in 1974 by Vinton Cerf and Robert Kahn to meet network 

communication needs of the U.S. Department of Defense, and today it represents the foundation 

of modern networking [9]. The most prominent protocols in the suite are the Internet Protocol (IP) 

which operates at the network layer, and the Transmission Control Protocol (TCP) which operates 

at the transport layer [10]. TCP is a highly reliable host-to-host protocol in packet-switched 
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computer communication networks [11].  A visualization of a typical TCP header can be seen in 

Figure 11 [12]. 

 

Figure 11: TCP Packet Visualization 

The User Datagram Protocol (UDP) is another protocol in the TCP/IP suite that offers a very 

different functionality within the transport layer. When data are transmitted using a TCP 

connection, each packet is numbered and error-checked with the use of additional overhead 

messages sent between the communicating systems [13]. UDP connections, on the other hand, do 

not offer re-transmissions of lost or faulty packets, allowing faster but more error-prone 

transmission. As a result, it is much less reliable than TCP. This is because integrity is only assured 

for individual packets, the order in which they arrive is unpredictable, and there are no guarantees 

that all packets will arrive. UDP is useful in applications in which a high transmission speed is 

more important than errorless transmission, such as live broadcasting. The contents of a typical 

UDP packet can be seen in Figure 12  [14]. 
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Figure 12: UDP Packet Visualization 

 The difference between these two protocol headers is somewhat indicative of the 

differences in their function as well.  It is quite apparent that TCP data will have much more 

overhead to deal with compared to UDP data, where there are minimal amounts of control elements 

outside of source and destination specifiers. 

Prior Work 

Airborne Processor 

The supervisors of this project have been working on the Airborne Processor (ABP) in 

Group 38 of MIT Lincoln Laboratory for several years. The ABP is built on the Real-time Open 

System Architecture (ROSA), a system of software components that is used to interface with 

several sensors being developed in Group 38 and across the lab. Each software component can 

have multiple input and output topics, and each component can subscribe to the output of one or 

more other components. Multiple components create a network of subscriptions and publications, 

enabling a highly modular system.  For our prototype, raw camera data can be read in as the initial 

input, and each component processes the image and then passes the data to all subscribers. 

Several tools have been developed within the ABP that were indispensable to the project. 

The Component Generator (ComGen) tool is used to create the template of a new ABP software 

component without writing it completely from scratch. The ABP includes dozens of object 

oriented components, each of which is highly sophisticated and contains complex blocks of code. 

Furthermore, a significant fraction of each component is boilerplate code; rather than directing the 

behavior of the individual component itself, it allows the component to properly interact with other 

components. The ComGen interface allows a developer to enter fields such as the new 
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component’s name, input topic and output topic, and creates a directory containing the necessary 

pre-populated files that allow the component to run. This interface enables an ABP developer to 

focus on writing the algorithms that the component will implement without needing to understand 

the specifics of how a new component is coded, making it much easier to create a new component 

for developers with a limited understanding of the ABP system. 

In one configuration, the ABP shows a simulated infrared imagery. A user can select one 

of several stars and satellites to track within the simulation, and the simulation shows information 

about gimbal motion that the sensor would have to make to follow the target, as well as the 

simulated camera output as the target is tracked. 

In another configuration, the ABP can replay data recorded by Lincoln Laboratory sensors. 

Logs of timing, gimbal motion, camera input and more are recorded each time these sensors are 

operated at the testing site. Subsequently, these logs can be loaded into the replay tool to simulate 

the exact operation of the camera when the data was recorded. Both the simulation and the replay 

tools allow new components to be tested without requiring the valuable hardware or scheduling 

offsite testing. 

Initial Algorithms 

In 2016, a former intern at Lincoln Laboratory wrote a program in CUDA as a precursor 

to this project that was designed to run on an NVidia Jetson TX1. First, the program took a pre-

rendered video file as input and ran Non-Uniformity Correction (NUC) and Constant False-Alarm 

Rate (CFAR) algorithms on the data. The program then output a file containing information about 

the performance of the algorithm, as well as a frame of identified targets throughout the video. 

This output file could then be used as the input for a MATLAB script that displayed the results as 

a series of figures. 

The implementation of these algorithms in the program had several flaws that adversely 

affected its performance in image processing when we began testing it using real image data. When 

the program began to process the first few frames, there were numerous false detections.  

Additionally, after several dozen frames had been processed, the program failed to detect any more 

targets in the image, even though there were clear, observable targets visible to the naked eye.  The 
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improvements made to the algorithms to rectify these issues are described in the Error! Reference 

source not found. section. 

TCP Prototype 

In August of 2017, Linda Baker developed a TCP networking tool to test the viability of 

transmitting and receiving real-time data between the Jetson and another computer. The tool 

created a client-server connection between the systems, and after several iterations in development, 

was consistently able to transfer data bi-directionally through an Ethernet cable. A 600 kB 

Standard Definition video could be consistently transmitted and received at a frequency of 116 

frames per second, while 1.75 MB High Definition frames were able to reach a frequency of 56 

frames per second. The tool offered a minimal level of Jetson I/O as a test primarily of the 

networking capabilities, and functioned as a proof of concept that the transmission could occur at 

frequencies much higher than our baseline goals in our CUDA application. 
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Methods 

Summary 

The first stage of the project revolved around the research and creation of a basic prototype 

that would be able to detect any notable targets on a greyscale Standard Definition (SD) image. 

The basis of this prototype was derived from the tools described in the Prior Work section. 

  

Figure 13: Block Diagram of Prototype Architecture 

The first step toward creating a prototype involved analysis of the CUDA algorithms and 

verification of their functionality when run with sample data as the program was originally 

developed. In this step, we were able to discover and correct flaws in the implementation of the 

algorithm. 

Once we fully understood the performance of the CUDA program on its own, the next step 

was to combine it with the TCP networking tool, allowing us to establish a more useful data 

transfer mechanism for the input and output data. At this point, we were able to establish a 
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connection with an external system and could exchange data in both directions with the TX2, in 

such a way that the processor could receive data as a bit stream instead of en masse as a large 

binary file containing all elements of the captured images. Not only did this create a more practical 

environment that was traceable to the Jetson’s intended future usage, but it also reduced the amount 

of processing that the on-board operating system needed to perform while the algorithms ran. 

After fully integrating the TCP transmission into the CUDA program, we connected our 

prototype with the rest of the Lincoln Laboratory ABP software. At this stage, we used the 

ComGen tool provided to us by our supervisors to create input and output components that would 

allow the Jetson algorithms to interface with the rest of the ABP. Once these new components 

were connected to the rest of the ABP, we were able to test the algorithms under more 

representative operational conditions using the Laboratory’s replay data.   

Thread/Block Configuration  

Using the data from the Graphical Processing Unit section as well as recommendations 

from our mentor Chris Murdock, we determined that the optimal configuration for SD imagery 

that still produced accurate results was a block size of 512 threads and a grid size of 600 blocks.  

Because the amount of total threads and blocks needed for different image resolutions will change, 

the optimal configuration in those situations must be determined separately.  By using the 

principles mentioned above as well as sufficient testing, determining such values is 

straightforward. 

Improving Algorithms 

Before getting into any further discussion, it is important to clarify that algorithmic 

“improvements” does not imply the fundamental modification of an algorithm.  These algorithms 

have been developed over the course of decades, and it is doubtful that two individuals could make 

any substantial improvements over the course of seven weeks.  In this case, algorithmic 

“improvements” mean the optimization of the algorithm implementations specifically on a GPU, 

and exploiting the available parallelization.   
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NUC 

The implementation of the NUC at the start of the project was not functioning properly and 

needed to be partially rewritten.  The shortcomings of the initial NUC algorithm were caused by 

an oversight in its implementation.  When generating the moving average, the algorithm factored 

in frames that immediately followed the frame being examined. If the target moved too slowly 

across the screen, the detection itself influenced the moving average, and eventually, corrected 

itself out of the image.  To fix this, a buffer region between the current frame and the frames 

contributing to the moving average was implemented. After creating this temporal buffer, the 

algorithm worked properly and the problems that plagued the initial implementation were no 

longer an issue. Not only were false alarm detections down during the first few processed frames, 

the target was accurately detected up until the last transmitted frame.  The change can be visualized 

in Figure 9.   

 Another issue that plagued the NUC algorithm was a miscalculation in the necessary size 

for the moving average calculations.  Because the moving average was stored in a 16-bit signed 

integer type, it’s possible that, with a large enough buffer size, the moving average could 

experience overflow if enough 16 bit signed pixel values are added.  To account for this, the 

moving average was changed to a 32 bit signed floating point value that has a far larger range of 

possible values than a 16-bit signed integer.  The rest of the source code was also updated to 

account for this change.   

CA-CFAR 

Although the CFAR appeared to be functioning correctly during initial tests using 

simulated data as well as real data, a glaring issue with the algorithm came to light when testing 

began with the networking component.  Sending too many detections over the TCP connection 

could potentially bottleneck the ABP, so the number of detections were limited to a constant 

number.  However, the CFAR, while successfully detecting the target, also identified far too many 

false detections that reached this limit without sending over the detection itself.  In order to rectify 

this issue, we modified the CFAR algorithm to better suit our needs.  The alternative would have 

been attempting to improve the speed of the TCP connection, which is very difficult due to the 
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nature of TCP connections as well as the fact that it would potentially require modification of the 

ABP subscriber interface. 

The CFAR algorithm developed over the course of the project was based on the algorithm 

described by Rohling [15], which can be described as follows: 

𝑍 =
1

𝑛
∑𝑋(i)

𝑛

𝑖=1

 

Z is the threshold that the detection must exceed, n is the number of detections, and X is the value 

of each detection.  It is notable that the summation required for this equation is quite expensive 

computationally, especially if the window size is large.  The modified algorithm that was used in 

the beginning of this project can be represented by the following equation: 

𝑍 ∗ (− log 𝑓) + 𝜎(𝑍) ∗ 𝑠 

f is the false alarm probability, σ is the standard deviation of the mean cell values, and s is the 

number of standard deviations away from the modified mean value the cell value must be to be 

considered a detection.  This equation was flawed for a couple reasons.  Multiplying the average 

value by − log 𝑓 results in a very large threshold value that will likely be far larger than any 

potential detections should the false alarm probability change by, for example, a factor of 10, which 

would double the threshold value without including the standard deviation calculations.  

Additionally, the standard deviation values that were initially calculated were the values for the 

entire frame, as opposed to the window of operation for the CFAR.  This was done to save extra 

computations, but is inapplicable to the window being examined due to differences in variance 

between the frame and the window.  These issues led to another iteration of the CFAR equation, 

which can be described as follows: 

𝑍 + 𝜎(𝑍) ∗ 𝑠 ∗ (− log 𝑓) 

The change that is immediately obvious is that the false alarm probability applies a 

multiplier to the standard deviation calculations, which should be generally much smaller and more 

manageable than the mean pixel value.  Additionally, the standard deviation that is calculated is 
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the standard deviation of the window, as opposed to the standard deviation of the entire frame that 

was used previously. 

The first attempted improvement was to move the flow control statements that check if the 

kernel is examining cells within the guard region to a separate loop that iterates through only the 

cells of the guard region. As originally coded, the flow control statements may cause threads within 

the same warp to diverge, so that the same instruction is no longer being executed for all threads 

within a warp.  This results in the serialization of instructions for divergent threads, and more 

instructions executed for the warp.  Although looping mechanisms are flow control statements as 

well, replacing the flow controls statements that are called for the entirety of the window with one 

that is only called over the size of the guard region should theoretically be faster.  However, there 

will have to be more mathematical calculations as the second loop will also have to subtract out 

guard values from the sum of the window values.  Should the time and resource spent on doing so 

prove to be larger than what is saved by splitting up the main loop initially, then the proposed 

change is not viable.  As it turns out, the proposed changes did improve overall algorithmic runtime 

by about 3%.  As an aside, the speed of the algorithm was further improved by 8% by replacing 

an “if” statement that checked if the guard value currently being examined is the current cell under 

test with a ternary operator.  While normally both options often compile into the same machine 

code, the NVidia compiler uses idiom testing to check if the ternary operator would generate faster 

machine code than the other.  It would appear that this is one of those cases. 

 Another proposed improvement to the CFAR was to parallelize the summation done for 

window values for each cell. Each thread in the CFAR algorithm averages every value in the 

window region for the pixel they are assigned. However, if each thread further farmed out the 

arithmetic to other threads (one window value to another thread) and each new thread only had to 

perform one addition in parallel with all the other threads, the speed of this reduction could be 

increased dramatically.  However, there are several issues with this proposed implementation.  Due 

to nature of parallelization, it is impossible to have every single thread sum immediately into one 

value without having mutual exclusion issues. A solution is to clone the entire window that is being 

examined in memory so the threads can perform reduction on it without affecting the original 
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frame.  This would result in an exponential increase in space complexity for the CFAR algorithm.  

For these reasons we chose not to proceed further with these modifications to the algorithm.  

Hardware Optimizations 

 Outside of the optimizations we could make in our program and algorithms, there were 

potential gains in overall performance by ensuring the Jetson boards were running at full capacity.  

The first optimization made in this regard is disabling all unessential processes that compete for 

CPU resources.  While it may seem strange that a system that seems to revolve around GPU 

processing would care about CPU usage, it is important to note that almost all non-kernel code, 

such as networking and most memory management, is executed on the CPU.  The only code that 

is executed by the GPU are the algorithms described in the Improving Algorithms section.   

 The next level of proposed optimizations is to maximize the performance of the onboard 

GPU and CPU on the Jetson.  This was done by enabling all CPU clusters and setting their clock 

speed to the maximum possible value.  Next, the GPU clock speed was set to the maximum value 

as well.  Finally, the read and write speeds for the memory controller were set to the maximum 

value.  These actions were all accomplished though the shell script ‘jetson_clocks.sh’ which can 

be found in Appendix A.   

Establishing Network Transmission 

In order to connect the Jetson to an external data stream, we used the TCP Prototype 

described in the Prior Work section and analyzed the client-server model as a basis for the 

connection. Ultimately, we established two servers during initialization of the CUDA program to 

which two client applications written in C on a discrete system would connect. One of the client 

applications would read data from a file, package and send the data to the Jetson in a format that 

would match our plans for frame transmissions, while the other received data from the Jetson in a 

similar format and wrote it to another file. Both applications tested the payload size and accuracy 

of the data to ensure that the connection was properly exchanging the data the way we expected it 

to. 
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Establishing a connection between these client and server applications during execution 

was a multi-step process. First, the Jetson opened two ports for connection to which the input and 

output applications would connect. Then, the test data was read into an input client program which 

sent one image frame at a time to the Jetson via the TCP connection. The Jetson received data from 

the port, processed the input frames, and sent the processed frames to the output client application. 

The output client finally saved the data to a new file so that the data integrity could be manually 

checked after execution. 

We faced several obstacles as we learned about effective socket programming. The first 

challenge was caused by timing issues. In our first attempts to send frames across the network, we 

found that the receiving program consistently advanced before the entire frame was input. In the 

receiving function that collects data from the port, the number of bytes to be received from the file 

descriptor must be specified, but it can also proceed if it reaches the end of file, even before it 

reads the specified number of bytes. This means that if the reading system can receive data from 

the network faster than the writing system can write to the port, the program would proceed before 

the data was fully transmitted. The first solution we found for the problem was to enable a flag in 

the receive function call that forced the process to block until the correct number of bytes were 

received, even if there was no more data available to read from the file descriptor. This change 

allowed the program to read each entire frame into memory with a single call. Unfortunately, this 

solution offered limited success. We found that when a sufficiently large frame size was used, the 

program would sometimes block indefinitely. We used a network monitoring tool called Wireshark 

to analyze the network traffic between the programs, and found that whenever the problem 

occurred, the client and server would repeatedly exchange messages indicating that the data buffer 

for input was full. We suspected that packets were being lost in the process, causing the receive 

call to never read the expected number of bytes. We solved this by removing the flag from the 

receiving function, and instead placed the function in a for-loop that repeated until the correct 

number of bytes were received. This allowed the receiving function to run as many times as 

necessary to collect the frame’s data, instead of reading the entire buffer all at once. After that, the 

programs were able to consistently run with even larger buffers. 
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Our client-server model of the connection went through several iterations in layout before 

we decided which configuration to use in the end. During initial testing and research, the 

preliminary strategy was to model the Jetson board as the client, while the more powerful 

workstation would act as the server. Once we had a better understanding of socket programming 

and how we wanted the components and Jetson to interface, we ultimately decided to use the Jetson 

as a server. This is explained in more detail in the Connecting to the ABP section. Because we 

decided to use two discrete components, there was no easy way to establish a single server that 

both components could use, so instead the Jetson was treated as a server that both ABP components 

would connect to during initialization. 

One significant obstacle that we faced at that point was that the connecting clients 

experienced a race condition; two client applications connecting to the same port from the same 

system would appear initially identical to the server, but their functions would be very different. 

If the output and input application were misattributed by the server, the program would not 

function as it blocked indefinitely while waiting for input from the receiving application, and 

ignoring output from the sending application. This problem ultimately led us to establish two 

servers on two separate ports of the Jetson. That way, the input and output applications could 

connect to separate server ports, trivializing the task of distinguishing between them. Although 

establishing two servers represented a deviation from the client-server model, we decided that the 

unique execution of the clients necessitated a clear division in the Jetson application. 

Connecting to the ABP 

Once we were able to verify the functionality of the TCP transmitting and receiving C 

programs, the next stage of the project required the creation of two new components using the 

ABP ComGen tool to establish an interface between the ABP and the Jetson. One of the new 

components was a data publisher to the Jetson over a TCP connection and was thus named TcpPub; 

the other component subscribed over a TCP connection to the Jetson and was named TcpSub. 

TcpSub collected the results of the Jetson’s image processing algorithms, and returned that 

information to the rest of the ABP. 
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TcpPub was designed to take an ImageAuxT data type as input, which is a structure defined 

in the ABP prior to this project. An ImageAuxT contains an image represented as a 1-D array, as 

well as metadata of the image, such as frame size, ambient atmospheric data, and gimbal 

orientation of the camera when the image was captured. The ABP publishes a series of 

ImageAuxTs at frame rate determined by the input camera or play back speed, which in our case 

was 30 Hz, resulting in a video stream that our image processing prototype can analyze. Every 

time TcpPub receives an ImageAuxT, the image and some of the metadata are sent over a socket 

connection to the Jetson to be processed.  The image data is transferred serially to a socket, which 

is then read by the main program and saved into buffers.  The image itself is processed using some 

of the information provided, and then transferred serially along with any relevant data to another 

socket that is connected to the component that organizes data properly for subscribers.  

The other component, TcpSub, acted as an output pipeline from the Jetson to the ABP. 

After analyzing an image, the Jetson sends the results through a different socket over a TCP 

connection. At that point, TcpSub reads the data from the socket and constructs a new ImageAuxT 

based on the available data. Finally, TcpSub publishes the ImageAuxT so that the ABP can display 

the data within the ABP GUI. By connecting these new components to the rest of the ABP, we 

were able to test the Jetson in much more realistic operational conditions using previously recorded 

replay data. 

Most of the code that was developed in the C applications described in the Establishing 

Network Transmission section was able to be added directly to TcpPub and TcpSub with minimal 

alterations. However, one of the greatest obstacles we faced when developing TcpPub and TcpSub 

was when we required the transmission of more data than we had experimented with before. A lot 

of the information contained in the ImageAuxT was irrelevant to the functionality of our 

algorithms, such as a sensor ID or the ABP-defined frame number of each image. However, some 

of this information needed to be passed to the ImageDisplay from the output of TcpSub, or the 

image would not appear. There was no way to send that data directly from TcpPub to TcpSub 

without the risk of mismatching frames with the incorrect metadata. Therefore, it was necessary 

to send the data through the Jetson pipeline to TcpSub, so that the metadata would travel with the 

corresponding image. To do so, we created a new section in the datastream that we called the 
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“footer”, in which we included the data that was required in TcpSub but would not be needed in 

the algorithms. We increased the amount of data that the algorithms were expecting so that the 

payload would include the new footer, while minimizing the size of the footer in order to keep the 

transmission times as low as possible. The footer data would be loaded into an array as soon as it 

arrived in the CUDA program, which was stored and unmodified until the corrected image was 

ready to be sent to TcpSub, at which point it was sent immediately after the image. Finally, this 

metadata was re-inserted into the necessary fields of the ImageAuxMetaT. 

Once the footer was added, we were able to see the output of the NUC through the 

ImageDisplay. However, adding the detections to the ImageDisplay required even more 

modifications. 

Because there could be a variable number of detections found in each corrected image, we 

were no longer able to send a fixed number of bytes to TcpSub for each frame. Our solution was 

that after the footer of metadata was sent, we would send a single integer to TcpSub representing 

the number of detections it was about to receive. Finally, a vector containing the index of each 

detection was sent across the TCP connection, to be read into an array in TcpSub. Once it arrived 

there, TcpSub would iterate through the array and look up the intensity of the corresponding index 

of the NUC-corrected image that had already arrived, and package that data along with row and 

column into a DetectionsT, which represented a single detection in a sequence stored in the 

ImageAuxMetaT. Once this was added, we were finally able to see the corrected image with the 

proper detections highlighted in the ABP and compare it directly to the raw image, signifying the 

completion of the first fully functional prototype. 

Jetson Clustering 

In the event that a single NVidia Jetson TX2 was incapable of providing the processing power 

required by the application, a solution could be to cluster multiple Jetson boards. With the proper 

division of computation, two or more Jetsons could be coordinated to run a significantly more 

sophisticated image processing chain for the prototype than a single board could manage.  
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Once the prototype was consistently able to produce the proper target detection results with a single 

Jetson, our next goal was to configure two TX2s in a cluster as a proof of concept that the Jetsons 

could be used in clustering applications in future Lincoln Laboratory systems. We considered 

several strategies to connect the Jetsons in a cluster, some of which are detailed in the Jetson 

Clustering section of this paper. The cluster configuration that we ultimately used allowed two 

unique but synchronized datasets to be analyzed simultaneously, namely long-wavelength infrared 

and short-wavelength infrared videos that were recorded at the same time. To implement this, we 

needed to initialize one ABP chain for each so that both ImageAuxTs could be available under two 

unique topic names. Two TcpPub and two TcpSub components were included in the ABP run 

script, with specific hostname and port identifiers corresponding to both TX2s. By then publishing 

the ImageAuxMetaT from each TcpSub to a unique ImageDisplay module, we were able to run 

both Jetsons in parallel as they simultaneously processed the infrared sensor data. There was no 

qualitative reduction in performance of the individual Jetsons, as both continued to process the SD 

imagery consistently at 30 frames per second. A singular Jetson would not have been able to 

process this much data with a similar performance. This test therefore offers a proof-of-concept 

that more Jetsons could be clustered together in similar configurations and offer more processing 

power than a single board could. 
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Results 

Summary 

 After making the improvements mentioned throughout the Methods section, we able to 

successfully produce a prototype that detects targets given Standard Definition imagery at 30 

frames per second.  The number and accuracy of the detections can be adjusted by modifying the 

standard deviation scalar as well as the false alarm rate when running the program.  A video file 

has been attached to show the performance of the system under the conditions described in the 

Benchmarking section.   

Benchmarking 

Initial Performance 

 The benchmarking results that are captured in this section were used to get a general idea 

of how the resources were being used by the program, and where our biggest performance gains 

could be had if we were to optimize the system.  They were performed solely to measure the 

performance of the algorithms of the program; the speed of the TCP connections were determined 

at a later time. 

 One of tools used to measure the performance of the system was the NVidia Profiler, which 

provided data on resource usage while the system was running.  Specifically, it provided 

information on the average and total time taken for each function/kernel call within the program.  

This information can be seen below: 
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Figure 14: NVidia Profiler resource usage information 

 

 Another tool utilized during this project was the TraceParser tool, a program that was 

written internally in Lincoln Laboratory.  By comparing timestamps of markers set within the 

program, the TraceParser determines the time taken to reach one marker relative to the previous 

marker.  Typically, these markers are placed before and after a function call of interest.  It then 

uses this data to generate graphs in MATLAB to help visualize the time taken for all measured 

functions of interest with respect to one another, as well as their past values if the markers are 

placed within a recursive or iterative function call.   
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 The first test of the algorithms was run on a workstation that uses an NVidia Quadro K600 

GPU, significantly more powerful than the GPU on the Jetson TX2, under the following 

conditions: 

 

Figure 15: Initial Runtime Parameters 

There are several pieces of information can be derived from the figures in this section.  The 

first is that there is there is a significant amount of temporal variance relative to the amount of time 

taken for either algorithm as can be seen in Figure 16 and Figure 17.  However, this is largely due 

to the speed of the workstation.  A minimum to maximum variance of about .1 milliseconds is not 

unreasonable, considering most camera systems run at 30 Hertz, or 1 frame per 33.3 milliseconds.  

Secondly, the time taken for the CFAR algorithm is significantly greater than that of the NUC.  

This is because, for the parameter sets we used, the CFAR must perform operations on 100 

spatially-close pixels per pixel typically, whereas the NUC only had to perform operations on 15 

temporally-close pixels per pixel typically.  This will typically always be the case, unless the user 

ever specifies a scenario where an incredibly large pool size and small window size are to be used. 
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Figure 16: Initial NUC TraseParer Times 

 

Figure 17: Initial CFAR TraceParser Times 
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Progressive Performance 

 After the prototype was functionally completed, there were several changes that needed to 

be made to the benchmarking process.  Firstly, the TraceParser tool we had been using earlier 

required the utilization of the Boost libraries, which unfortunately were incompatible with the 

compiler versions used on the Jetson boards.  As a result, we used the CUDA Event Management 

Application Programming Interfaces (API) to track the performance of each algorithm as well as 

any other areas of interest, such as receive and transmit times.  The way this is done is by enabling 

an “event” at the start of a point of interest within the code, and stopping it at the end of the point 

of interest and calculating the time difference between these two events.  Unfortunately, this API 

does not have any available visualization tools, so these differences were simply written to a file 

for later reference. 

 The parameters used for benchmarking are as follows: 

  

Figure 18: Final Benchmarking Runtime Parameters 

 The number of rows and column were determined by the resolution of imagery that was 

processed, and the number of frames was determined by the length of the video.  The false alarm 

probability and standard deviation scalar values were adjusted over multiple iterations to values 

that would produce the most accurate results over the course of the video while minimizing false 

detections.  The window width and the size of the guard region were adjusted similar to produce 

accurate detections, but also to give the GPU enough work to do to simulate a typical situation.  

The same logic was used to determine the chosen values for the pool size and moving buffer size. 
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 The first round of benchmarking on a fully functional prototype produced the following 

results over 3000 frames:  CFAR average time of 24.7ms, NUC average time of 1.37ms, average 

receive time of 1.06ms, and an average transmit time of 6.96ms.  Something that is immediately 

apparent is that the sum of these values are dangerously close to the 33.3ms limit of a 30Hz system.  

Factoring in the possible variance in each part of the prototype, it is highly likely that the time 

taken would exceed this limit, especially considering any additional overhead on the ABP side of 

things.  During testing, this configuration processed frames at approximately 19 frames per second.  

Clearly some improvements needed to be made in order to reduce overall run time of the system 

for it to function at a real-time 30 Hz rate. 

 The second round of benchmarking on a fully functional prototype with slight 

optimizations produced the following results over 3000 frames:  CFAR average time of 23.6ms, 

NUC average time of 1.24ms, average receive time of .781ms, and an average transmit time of 

6.29ms.  The largest improvements made here are the send and receive times, which can be 

attributed to the disabling of some features of the Jetson board that were competing for CPU 

resources, such as ‘lightdm’, a graphical manager that has no purpose in our system as we are not 

connecting the Jetson boards to any graphical displays.  During testing, this configuration 

processed frames at about 20 frames per second.   

 The final round of benchmarking on a fully functional prototype with the Jetson running at 

maximum capacity produced the following results over 3000 frames:  CFAR average time of 

6.97ms, NUC average time of .977ms, average receive time of .730ms, and an average transmit 

time of 6.02ms.  There were incredible gains in the CFAR runtime as well as transmit times.  On 

this iteration of testing, we were able to finally obtain a constant 30 frames per second throughout 

the transmission of the image; at no point did it ever drop below that frame rate. 

 The runtime of the algorithms as well as the receive times and transmit times can be 

visualized in Figure 19.  We hoped to have the algorithms perform at a speed that was under the 

reference runtime.  The reference runtime is a speed that allows for the system to process frames 

at 30 frames per second.  This value was determined through calculating the inversely proportional 

relation between algorithmic runtime and the number of frames that can be processed per second.  

Because we know what algorithmic runtimes correlate to what frame rates from the benchmarking 
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results gathered above, we extrapolated upon these values to determine the minimum algorithmic 

runtime necessary to process 30 frames per second.  In the future, it would require less assumptions 

to instead compare total runtimes with the desired runtime of 33 milliseconds, but we were short 

on time toward the end of the project.  As a result, we traded the accuracy additional benchmarking 

of total runtimes would offer for the simple, quicker extrapolations we could take draw from 

already collected data. 

 

Figure 19: Benchmarking Results 
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Figure 20 offers a visualization for our final optimize algorithmic runtime.  Something that 

is immediately apparent is the high peaks in the plot, though these can be attributed to the potential 

system interrupts or other processes that compete for GPU and CPU resources with our program.  

Fortunately, thanks to the implementation of the TCP configuration between the Jetson and the 

ABP, there are mechanisms in place to account for a temporary slowdown of the system, such as 

a buffer region where incoming data can accumulate before being read into the memory on the 

Jetson board.    

 

Figure 20: Benchmarking Algorithm Visualization 
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Discussion 

Important Takeaways 

By the end of the benchmarking section, were able to observe a performance of the 

algorithms running on the Jetson board that indicate that the Jetson would be quite capable of 

image processing of SD imagery at 30 frames per second or more, while maintaining a high degree 

of accuracy and consistency that can be adjusted by the user.  From this, we can draw the 

conclusion that under similar conditions, the Jetson TX2 is a capable and viable choice of processor 

for image processing. 

It is also immediately obvious from the benchmarking section that most of the system’s 

resources are being utilized for computations required by the CFAR algorithm.  There is no real 

way around this; as described in the Image Processing section, the CFAR must perform operations 

involving all neighboring pixels within a specific region.  This could be described as a polynomial, 

or O(n2) runtime complexity in Big-O notation (Bachmann–Landau notation), but in practice is 

slightly faster as the window is often a fair amount smaller than the frame itself.  Perhaps in the 

future if a Matched Filtering detection algorithm was used in place of the CFAR, some amount of 

improvement in terms of runtime may be observed. 

Recommendations 

As we concluded our project, the MQP team found several aspects of the prototype that we 

would have further tested or modified with additional time and resources that would allow 

improvements to the system. In this section, we highlight these topics that we would recommend 

be further explored in future iterations of the prototype. 

Additional Testing 

 There are several tests that could be run on the prototype by someone with a better 

understanding of the ABP. The current prototype can easily handle a Standard Definition frame of 
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640x480 pixels, yet CUDA returns several runtime errors that we were unable to diagnose when a 

High Definition 1280x720 frame video was tested. Information about the exact limit of frame size 

that can be analyzed by our prototype would offer more information about the limitations of the 

hardware for the application, and could help diagnose the CUDA problems. However, none of the 

ABP sensors offer intermediate frame sizes between Standard Definition and High Definition. 

 The solution could be to use the ImageManipulator component that has previously been 

implemented in the ABP. The ImageManipulator subscribes to an ImageAuxT, and allows the 

video to be flipped or resized as needed before publishing a modified ImageAuxT. By adding an 

ImageManipulator upstream of TcpPub and combined with High Definition video, any frame size 

less than High Definition could be tested, making it easier to determine the size limits of the 

prototype. 

 In the final week of testing the prototype, we programmed the system to not run any faster 

than the Jetson could, so that no temporal data could be lost due to missing frames. When running 

the ABP on a workstation with better hardware, in addition to optimizing the hardware 

configuration of the Jetson TX2, we found that the Jetson was able to run at the same 30 Hz 

frequency that the ABP sensor was meant to run at by default. However, this meant that we were 

unable to tell exactly how much higher than 30 Hz the prototype could run. We are aware of two 

possible solutions to the problem. The simplest solution would be to select a different sensor to 

test the framerate limit. There are sensors in the ABP that can run up to 60 Hz, and if one of those 

was used instead of the 30 Hz cameras that we used to test the system, the Jetson would perform 

at the exact framerate limit currently possible, and the ABP would match the Jetson’s rate. This 

solution would require a new run script designed to enable the new sensor, but would not require 

any modifications within the ABP. 

 Another way to test a higher framerate in the ABP without using a new sensor involves 

changing the way the ABP reads replay data. A component called the ImageAuxTWriter is used 

to read replay data from a file and publish a series of ImageAuxTs at a 30 Hz rate. By manually 

reducing a variable representing the delta time between frames in ImageAuxTWriter, the 

ImageAuxT could publish new ImageAuxTs at a higher rate, causing the effective framerate of the 
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ABP to increase. This should have a similar result in which the Jetson will perform as fast as 

possible, without necessitating the addition of a new sensor. 

We had a Jetson TX1 available for testing, which previously had been used to develop the 

precursor to our CUDA program in 2016. We believe that testing and benchmarking the 

performance of the software of our prototype on the TX1, as opposed to the default TX2 that we 

used in testing, would provide additional insight into generational scaling in Jetson performance. 

Unfortunately, there was insufficient time to run this test within the duration of the MQP, but we 

would recommend future iterations be tested on both systems. 

Alternative Cluster Techniques 

The Jetson Clustering section describes the Jetson configuration that we used as a proof of 

concept that the TX2s could be used in a cluster. We had several other ideas for cluster 

configurations that could be tested in future. 

One solution could be to separate the image processing algorithm and detection algorithm 

by running the algorithms on discrete, serially-connected Jetsons, with output returning to the ABP 

for analysis. The greatest benefit in this configuration would be the clear division of labor and the 

streamlined usage of GPUs. Instead of alternating a single GPU between a NUC and a CFAR 

between frames, one would dedicate one Jetson to running just the NUC and the other to running 

just the CFAR. A significant drawback to this solution would be a substantially increased level of 

network traffic, complicating the prototype architecture. This would also require the development 

of two discrete programs to run on each of the embedded processors, which would take more 

programming than some of the alternative configurations. We also theorize that because the NUC 

is significantly faster than the CFAR, performance would continue to be bottlenecked by the 

CFAR. A more effective cluster strategy should offer a more equal division of work between the 

Jetsons. 

Along those lines, another solution could be to divide every image and have each Jetson 

analyze one fraction of the image. The greatest problem with this configuration is that GPU image 

detection algorithms like the CFAR rely heavily on neighboring cells, so cutting the frame exactly 

in half would cause cells near the divide to not properly detect targets. The solution to this problem 
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would be to add redundancy; if there were a margin proportional to the CFAR window that 

surrounded the divide, and that margin was sent to both Jetsons in addition to half of each frame, 

the cells near the divide would have enough information to run properly. This type of redundancy 

would require larger amounts of storage space, computations, and transmission payload, due to the 

fact that some portion in the middle of the image frame must be duplicated. However, this method 

would still require fewer calculations per Jetson per frame than without clustering. To implement 

this method, a few minor changes may need to be applied to the CUDA algorithms on the Jetson. 

A majority of the changes would need to occur in the TcpPub and TcpSub components, to ensure 

that they properly separate and recombine the information as well as accounting for the 

redundancies.  

A third cluster configuration could be to send alternating frames to each Jetson as they each 

run both algorithms. This is the clustering solution we were most interested in implementing; 

without redundancy, both Jetsons could perform at capacity and the system should seemingly 

double its framerate. One major drawback to this strategy, however, is that temporal algorithms 

can be adversely affected by a lack of temporal data.  The NUC’s function relies on maintaining a 

history of pixel values, and this solution effectively removes half of the camera history from each 

board. However, we found during our tests that the NUC can still function relatively well in many 

situations with framerates even as low as 15 frames per second through decimation (only sending 

every Nth frame). If this strategy were used by two Jetsons on a 60 Hz video, each Jetson would 

appear to receive a 30 Hz video, which has already been proven to work with our current prototype. 

No changes would need to be made to the current algorithms to implement this solution, but ABP 

changes would be necessary. One could modify TcpPub and TcpSub to connect to the Jetsons and 

send each frame to the appropriate board. Alternatively, a more ABP-friendly solution could be to 

create a new component that subscribes to the ImageAuxT meant to be processed and publishes to 

n unique ImageAuxT topics that n TcpPubs subscribe to send to n Jetsons. In that case, it would 

also be necessary to make another component that would piece the ImageAuxMetaT together from 

the multiple TcpSubs that each connected to a Jetson.   
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Conclusion 

At this point in the project, we have proved that Embedded Graphical Processing Units are 

suitable for image processing, specifically ones that are low SWaP (Size, Weight, and Power 

Draw). Using the benchmarking results that we have obtained on our algorithmic implementations 

on the Jetson TX2 boards, we can safely say that image processing on an Embedded GPU with 

capabilities near or equal to the Jetson TX2 is a viable venture.  Besides this conclusion, there were 

several other useful products that resulted from this experiment.  Most obviously, the code 

produced for the Jetson that implements the Non-Uniformity Correction and Cell-Averaging 

Constant False Alarm Rate algorithms can be used in future GPU based projects at Lincoln 

Laboratories.  Similarly, the TCP networking components in TcpSub and TcpPub are both 

recyclable for similar purposes.  The benchmarking data itself will be useful for any individuals 

who would like to delve into the specifics of the Jetson TX2’s performance under certain 

conditions.  Additionally, this paper can serve as a guide to any future users of the image 

processing system we have designed here, and help them understand the logic behind our current 

implementation and any pitfalls that we ran into that they could then avoid.  We have also listed 

some other potential opportunities to build on our project, allowing for future expansion of our 

ideas as well as improving the overall understanding of the Jetson board and its performance in 

the field of image processing and beyond. 
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