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ABSTRACT 

 

Pacemakers are devices used to regulate heart rate in individuals with abnormal heart 

rhythms. Pacemakers are often paired with programmers that can receive data from and send 

commands to pacemakers. The goal of this research is to explore the feasibility of adding a 

biometric-based authentication layer to pacemaker-programmer communication. The usage of 

the fusion between Atrial Intracardiac Electrogram (Atrial EGM) and Right Ventricular 

Intracardiac Electrogram (RV EGM) signals is tested in an authentication scheme, achieving an 

accuracy rate of ~92%. 
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1 INTRODUCTION 

Pacemakers are devices used to monitor and correct abnormalities in heart rhythm. 

Pacemakers typically communicate wirelessly with nearby programmers, devices that can 

monitor data recorded by pacemakers or send commands to pacemakers to change their 

functionality [22, 23].  Between 1993 and 2009, approximately 2.9 million pacemakers were 

implanted within individuals in the United States [33]. With such a large portion of the 

population relying on pacemakers to maintain good health, it is vital that these devices can be 

communicated with securely, and only accessed with the patient’s consent.  

Currently, many programmers come equipped with telemetry wands that can be waved 

over a patient’s skin to unlock their pacemaker [22, 23]. Theoretically, only after a pacemaker is 

unlocked can it be programmed. However, in the past several years, pacemakers have been 

proven to face large security concerns. In 2017, nearly 500,000 pacemakers were recalled by 

Abbott (formerly St. Jude Medical) for a security patch, as they were found to have exploitable 

cybersecurity vulnerabilities [34]. Furthermore, a report published by researchers at the 

University of Leuven in Belgium and the University of Birmingham in England explained 

methods used to exploit vulnerabilities in 10 different Implantable Cardioverter Defibrillators 

(ICDs)1 [23]. These researchers were able to completely bypass the need for a telemetry wand 

and were able to directly send commands to ICDs from an external device. This allowed them to 

send messages to ICD devices that could potentially hinder the ability for the ICDs to pulse. In a 

real-world scenario, such exploits could allow adversaries to compromise the health of 

individuals with pacemakers. 

Our research aims to add a layer of security to pacemakers, in addition to the telemetry 

wand. In our report we will explore the feasibility of wireless biometric-based authentication as a 

means for authenticating programmers to pacemakers. Specifically, we aim to see if we can use a 

biometric characteristic of the cardiac process (i.e. the heart beating) that is monitored by 

pacemakers in an authentication scheme. The benefit of this system is that it will ensure that only 

a patient can authorize a programmer to their respective pacemaker, using unique characteristics 

of their heart rhythm. 

 In this report we will test and evaluate the feasibility of a dual-signal authentication 

approach. This approach involves deploying a patient-specific machine learning model onto a 

patient’s pacemaker device. This model would be trained with intracardiac electrogram (EGM) 

data collected from the patient’s pacemaker, as well as data characteristic of heart rate that can 

be collected externally from a patient. We assume that a sensor implemented on the programmer 

device would have the ability of recording the externally measured signal. 

                                                 
1 Note that while our research focuses on pacemakers, ICDs and pacemakers simply differ in the 

type of electric pulses that they are able to send to the heart. ICDs often include built-in 

pacemakers, and are programmed using the same techniques as are used to program pacemakers 

[23]. 
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 After a machine learning model has been deployed onto a patient’s pacemaker device, a 

programmer would theoretically be able to authenticate with the pacemaker by sending a sample 

of the externally measured signal taken in real-time (e.g. using a pulse oximeter to measure PPG 

or electrodes to measure surface ECG) to the pacemaker. The pacemaker would then merge this 

signal with an internally generated signal of its own measured synchronously (i.e. EGM), and 

input this sample of fused data into the previously deployed machine learning model. The model 

would be responsible for either accepting the programmer’s request to exchange data or send 

commands, or rejecting it depending on whether or not the sample is deemed to have originated 

from the patient. 

 In this report we will explain the proof-of-concept research conducted to determine the 

feasibility of such an approach, using Right Ventricular Intracardiac Electrogram (RV EGM) as 

the signal measured by the pacemaker, and Atrial Intracardiac Electrogram (Atrial EGM) as 

proxy for the signal to be recorded by the programmer. We show that with sample EGM data 

recorded from real Boston Scientific-brand pacemakers, we are able to create a mock 

authentication system with an accuracy of ~92%. We also explain ways in which accuracy can 

be further improved, and alternative wireless biometric-based authentication methods between 

programmers and pacemakers.  

 We will first discuss background terminology concerning the heart and its chambers, as 

well as the relevant components in our authentication system: pacemakers and programmers, and 

EGM signals. We will then outline the system and threat models of our authentication approach, 

and the changes we aim to make to the original system model that only relies on a telemetry 

wand for authentication purposes. Following this, we will first talk about work related to our 

approach, and then the details of our own authentication system, and how we aim to test it. This 

includes the reasoning for our selection of RV EGM and Atrial EGM as the signals in our dual-

signal authentication scheme. Then, we will discuss the parameters we select in testing our 

authentication approach and the metrics we use to evaluate its efficacy. Finally, we discuss the 

results of the tests we have outlined, and work that can follow to further improve our system. 
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2 BACKGROUND 

In this section we define key terms and concepts that will be used to describe our 

authentication approach. We will talk about the following topics: (1) The heart and how the 

different chambers operate together, (2) Implantable devices, and implantable devices that are 

specifically used to correct abnormal heart rate, (3) Abnormalities that can occur in the heart, and 

(4) Intracardiac Electrograms (EGMs). 

2.1 The Heart 

The heart is responsible for pumping blood throughout the body. The lungs infuse the 

blood with oxygen before it is circulated through the blood vessels [2]. The heart is the hardest 

working organ in a human body and is only about the size of a person's clenched fist [3]. On 

average, an adult at rest has a heart rate of 72 beats per minute [1], and pumps nearly 2,000 

gallons of blood a day [7]. The heart is located in between the two lungs and is protected by ribs, 

as shown in Figure 1. The lungs provide the heart with the oxygen it needs to supply the body.  

 

 
Figure 1: Heart's location in the body [2] 

The heart is broken up into four sections, or chambers, that all play a different role in 

oxygenating and pumping the blood. As seen in Figure 1, the four chambers are the right atrium, 

right ventricle, left atrium and left ventricle. First, the right atrium receives blood that has 

circulated through the body, and been depleted of oxygen. The right ventricle then receives blood 

from the right atrium, and pumps it into the lungs in order for it to become oxygenated. The left 

atrium receives this blood from the lungs. Finally, the left ventricle obtains the oxygenated blood 

and pumps it to the rest of the body, thus restarting the cycle [3,2].  

Arteries are what carry oxygen rich blood throughout the body. When the blood leaves 

the heart, it travels through the aorta artery, which branches off into smaller and smaller arteries 

and spreads the blood throughout the body. Veins carry the deoxygenated blood back to the 

heart. The two veins leading into the heart are called the inferior and superior vena cava 

respectively. These supply the right atrium with oxygen-poor blood [4]. Between each chamber 

is a valve; these valves control the flow of blood allowing to pump to the next chamber without 

flowing backwards. The tricuspid valve allows the blood to flow from the right atrium to the 

right ventricle. The pulmonary valve allows blood to flow from the right ventricle to the lungs. 
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The oxygenated blood re-enters the heart through the mitral valve and leaves the left ventricle 

through the aortic valve. The closing of the aortic valve is what makes the beating sound of the 

heart [3].  

 

 
Figure 2: Parts of the heart [2] 

The heart beats by the alternative pulsing from the atria and ventricles (shown in Figure 

2). The atria pump blood into the ventricles, filling the ventricles completely before the 

ventricles release the blood. This allows the ventricles to pump more vigorously [3]. Electrical 

impulses get sent through the heart telling it to pulse. These impulses start in the sinoatrial nodes 

found in the right atrium. The electrical signals travel through the heart until they reach the 

atrioventricular nodes in the bottom of the right atrium, telling each chamber when to pulse. 

These electrical signals are the body's natural pacemaker [4]. 

2.2 Implantable Devices 

An implantable device is “any medical device which is intended to be totally or partially 

introduced, surgically or medically, into the human body or by medical intervention into a 

natural orifice, and which is intended to remain after the procedure” [16]. Implantable devices 

include pacemakers, and Implantable Cardioverter Defibrillators (ICDs) [15]. Pacemakers and 

ICDs are responsible for helping a heart control abnormal heart rhythms. Abnormal heart 

rhythms are known as arrhythmias, and are broken up into two types: tachycardia, when the heart 

beats too quickly, and bradycardia, when the heart beats too slowly. The average resting heart 

rate for adults is 72 beats per minute [1]. Tachycardia is defined as having a heart rate above 100 

beats per minute, while a bradycardia is defined as having a heart rate below 60 beats per minute 

[10]. 

In both cases of arrhythmias, the heart does not pump enough blood to the body and may 

cause death [7,8,10]. Pacemakers and ICDs control the heart rhythm by sending electrical 

impulses to the heart. A pacemaker is typically used to control irregular heartbeat that is not 

extreme, whereas ICDs is used to control a heartbeat that is so abnormal or irregular that it is life 

threatening [17].  
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2.3 Pacemakers 

 A pacemaker helps control heartbeat. The heart normally acts as its own natural 

pacemaker (i.e. it regulates itself), but in circumstances that cause an individual’s heart to beat 

abnormally, a pacemaker may be required. A pacemaker consists of a “battery, a computerized 

generator, and wires [leads] with sensors at their tips” [6]. The sensors collect data from the heart 

by detecting electrical activity. These sensors send the collected electrical data through leads (or 

wires) to the computerized generator, or pulse generator, which decides whether or not sending a 

shock is necessary [5]. As seen in Figure 3, pacemakers are typically inserted beneath the skin 

just below the collarbone, with leads going into the heart and sensors connected to the sinoatrial 

and atrioventricular nodes in the heart [5].  

 
Figure 3: Pacemaker [5] 

 

In our research, we utilize data recorded by Boston Scientific-brand pacemakers. Boston 

Scientific has two primary types of pacemakers: the ACCOLADE MRI and the ESSENTIO MRI 

[18]. These pacemakers are MR-conditional, meaning they are designed for the MRI 

environment. An MRI or Magnetic Resonance Imaging is “is a diagnostic test that uses a 

powerful magnet and radio waves to produce images of the human body” [19]. There are many 

devices that are not approved to be near MRI scanners, but many patients with implantable 

devices need regular MRIs in order to diagnose problems and determine treatments. 

2.3.1 Pacemaker Leads 

A pacemaker can have anywhere from one to three leads that branch to different regions 

of the heart. Leads are insulated wires connected to a pulse generator [5]. Leads are inserted into 

different chambers of the heart, usually placed such that they run through a large vein in the 

chest [5]. There are three main types of pacemakers, that differ in the amount of leads they 

contain: single-chamber, dual-chamber, and biventricular. Single-chamber pacemakers are 

typically implanted in such a way that a lead is inserted into the right ventricle. Dual-chamber 

pacemakers are implanted to have leads inserted in both the right ventricle and the right atrium. 

Biventricular pacemakers are implanted with leads in both the right and left ventricles, and in the 

right atrium. 
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2.3.2 Pulse Generators 

The computerized, or pulse generator is a computer in a hard metal case that is attached 

to pacemaker leads, and consists of two components: a computer and a generator [5]. The 

computer receives signals from the leads to monitor the activity of the heart. When the computer 

determines the heart is beating at an abnormal rhythm it sends a message to the generator. The 

generator will prompt the leads to send electrical signals to the heart until rhythm is normal 

again. The computer in an implantable device can typically be programmed by a doctor via an 

external device called a programmer [6, 5]. 

2.3.3 Programmers 

The programmer is an external device which is used to program the computer in the 

implantable device. There are two types of programming that can be used with pacemakers: 

demand pacing and rate-responsive pacing [6]. Demand pacing will send electrical pulses when 

beats are missed, or the heart is too slow. Rate-adaptive pacing will change a patient's heart rate 

based on their physical state of activity (e.g. whether they are running or at rest) [9]. The 

programmer can both receive data related to heart activity that is recorded by the pacemaker, and 

also send commands to the pacemaker to modify its settings. The computer within the pacemaker 

records the heart's activity, which is not viewable by a doctor until it is downloaded onto the 

programmer [5, 6].  

2.4 Implanted Cardioverter Defibrillators (ICDs) 

An implanted cardioverter defibrillator (ICD) is a device generally used to control heart 

rhythm that is so abnormal it could lead to cardiac arrest [17]. When an ICD observes an 

abnormality in a patient's heart beat, it begins by shocking the heart with a soft, low-energy 

impulse. If this does not correct the abnormality, the defibrillator will immediately administer a 

high-energy shock to cause the heartbeat to become regular [17]. It is structured and operates 

similarly to a pacemaker, and often times has a pacemaker built-in. 

2.5 Electrocardiogram (EGM) Signals 

 
Figure 4: Raw EGM data 
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Electrocardiogram (EGM) measures the electrical signal produced by the contractions of 

the muscles in the heart [11]. For this work we focused on EGM signals measured in the right 

ventricle and the atrium of the heart, as our dataset consisted of patients with leads in these two 

chambers. An EGM signal can have frequency of anywhere between zero and five-hundred hertz 

[12]. As shown in Figure 4a, an EGM signal is broken up into three main segments: the P-wave, 

QRS-complex and the T-wave. The P-wave represents the heart preparing to pump after is has 

repolarized.  

The QRS-complex represents the depolarization of the muscles in the heart and includes 

an R-peak, which is the highest frequency point in the QRS-complex. The T-wave represents the 

repolarization of the heart. As show in in Figure 4b, an R-R interval is the distance between two 

consecutive R-peaks. This interval will vary depending on heart rate and the strength of each 

depolarization [13]. As shown in Figure 4c, the atrial EGM has a lower frequency than the right 

ventricular EGM. This is because the atria are considerably smaller than the ventricles [12]. 

EGM signals are collected through leads or wires of an implantable device. These leads record 

the strength and time of the contractions and send the data collected back to the device [14]. 
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3 SYSTEM MODEL AND THREAT MODEL 

In this section we discuss the system and threat models. The system model depicts the 

relationship between a programmer and pacemaker device. For the purpose of our research, we 

make the following assumptions: (1) The programmer is equipped with a sensor that can record 

some form of signal that is characteristic of cardiac process, (2) The pacemaker can record EGM 

in at least one of the chambers of the heart, and (3) Programmers and pacemakers communicate 

using secure, two-way radio frequency (RF) sessions, as is true for Boston Scientific brand 

programmers and pacemakers [22]. The threat model explains potential adversaries to this 

system, and how they can be prevented. 

3.1 System Model 

The system model has two main components: a programmer and pacemaker. The purpose 

of the programmer is to retrieve patient data from pacemakers, and send commands to the 

pacemaker to change its functionality. For our research, we will assume that programmers have 

built in biometric scanners that can acquire data characteristic of heart rhythm from a patient 

(such as a pulse oximeter). Pacemakers, by nature, record intracardiac electrogram (EGM) 

through leads placed in the chambers of a patient’s heart. 

The problem being addressed is authentication between these two devices. Currently, 

authentication is performed by waving a telemetry wand attached to the programmer device by a 

wire within close proximity of the patient’s pacemaker device (e.g. directly over their chest 

region). We will describe how our system model adds a layer of security to this system, and 

introduces a need for a biometric scanner that can obtain real-time biometric data externally from 

a patient. A diagram showing a system model used by Boston Scientific is displayed in Figure 5: 

Boston Scientifics system model [5, 22]. 

 

 
Figure 5: Boston Scientifics system model [5, 22] 
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In order for a programmer to be deemed as authentic by a pacemaker, the programmer 

must send an authentication request to the pacemaker device along with a sample of biometric 

data recorded from the patient (Signal 1). When this request is made, the pacemaker will 

synchronously measure an EGM signal (Signal 2).  Upon surgery, the pacemaker will be 

deployed with a patient-specific model, characteristic of a combination of Signal 1 and Signal 2. 

Hence, once the programmer has sent an authentication request with a Signal 1 sample, the 

pacemaker will combine features extracted from both Signal 1 and Signal 2 and input these 

features into its patient specific model. If the model deems the fused Signal 1 and Signal 2 

samples as authentic, a two-way RF session will be established between the programmer and 

pacemaker. This will the programmer the ability to send commands to the pacemaker, or retrieve 

data from the pacemaker. This solution should satisfy two primary design goals: (1) it should be 

accurate with low false positives and false negatives, (2) it should be lightweight and run quickly 

on a pacemaker device with low computational power.  

3.2 Threat Model 

In order to successfully hijack a patient’s pacemaker using our authentication approach, 

an adversary must fulfill three requirements: (1) The adversary must either have access to a 

programmer that has the ability to communicate with the pacemaker, or other means to send 

signals to the pacemaker. (2) The adversary must be in close proximity of the pacemaker. This is 

because pacemakers and programmers typically communicate with nearfield RF technology [22, 

23]. (3) The adversary must be able to obtain medical data characteristic of the patient. In order 

to authenticate successfully with a pacemaker deployed with a patient’s specific machine 

learning model, the adversary must be able to either spoof of collect the same type of biometric 

data that is recorded by the programmer. 

 It is possible for an adversary to gain access to a legitimate programmer, or to create a 

device that has the same capabilities. Hence, it is possible for an adversary to send authentication 

requests to a pacemaker if in close proximity. However, for an adversary to establish a secure 

connection with the pacemaker (i.e. have their authentication request approved), they must 

obtain a sample of biometric data from the patient. We will assume that an adversary does not 

have access to patient’s historical cardiac data, and will therefore not be able to hijack the device. 

Furthermore, we assume that the RF communication session established between programmer 

and pacemaker is secure, preventing the adversary from eavesdropping.   
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4 RELATED WORK 

There has not been a significant amount of research done in the area of wireless 

authentication for pacemakers. Currently, data exchange can only ensue between Boston 

Scientific programmers and pacemakers after a pacemaker has been unlocked using a telemetry 

wand. The wand must be waved directly over the body in close proximity of the pacemaker in 

order for it to be unlocked. We have found research done to authenticate worn or implanted 

devices using signals characteristic of the heart [25, 26, 27], research done to authenticate 

external devices using such signals [24], and research in using combined signals characteristic of 

heart rate in an authentication scheme [26]. 

 Heart rhythm as a biometric for authentication is a very recent field of research, and there 

are few commercial products that utilize it. One particular product is called the Nymi Band. The 

Nymi Band is a device that is worn on the wrist, that can act as a universal authenticator for an 

individual’s electronic devices and applications [24]. The device contains two electrodes that can 

measure ECG waveforms (similar to EGM, but measured externally from sensors rather than 

internally from pacemaker leads). In an enrollment stage, a “template” (similar to a patient-

specific machine learning model in our research) is securely deployed to the cloud using features 

from recorded ECG data. Theoretically, an individual can authenticate with an electronic device 

that has been configured to work with the Nymi Band (such as a laptop or smartphone) by 

placing their wrist within close proximity of the device. The Nymi Band will send a snippet of 

ECG data of a few seconds to the template deployed on the cloud. This process is similar to our 

authentication approach of sending a snippet of fused data to a pacemaker. The difference lies in 

the fact that it uses a single waveform (i.e. ECG) for enrollment and authentication, whereas we 

use a combination of two different waveforms. This is because it is unfeasible, in our system, for 

a pacemaker and programmer device to record the same exact signals.  

 While the Nymi Band is used to authenticate with external devices, there has also been 

research done in using ECG to better secure Body Area Sensor Networks (BANs), or sensor 

nodes either attached to the body or implanted within the body that can communicate wirelessly 

[25]. These nodes are typically used in safety and health applications. In one particular study, it 

was found that the network of two nodes could be secured if both nodes simultaneously recorded 

ECG samples, and the respective R-peak intervals are deemed similar. If this is the case, then 

communication between the nodes can ensue. 

 This approach is similar to the Nymi Band’s approach in the sense that it assumes close 

similarity between waveforms extracted from different locations. A different research study 

attempted to utilize synchronously measured ECG and ABP (Arterial Blood Pressure) signals in 

an authentication scheme, more similar to our approach of using two concurrently measured 

signals [26]. This research was proof-of-concept work that proved that a combination of two 

such signals could be used to successfully authenticate individuals with high accuracy and low 

error rates, hence proving the feasibility of such an approach.   
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5 APPROACH 

Boston Scientific, as well as other pacemaker manufacturers, use programmers equipped 

with telemetry wands to unlock pacemaker devices and establish communication. Our approach 

can be used in addition to the telemetry wand, or replace the need for a telemetry wand entirely.  

Figure 6 displays how our authentication approach simply adds a layer of security to 

communication between programmers and pacemakers. In this section, we will describe our 

dataset, how we selected two signals characteristic of cardiac processes to be used in our 

authentication scheme, as well as the authentication approach itself. Our approach consists of 

four phases: (1) data processing: standardization and filtering of dataset, (2) feature extraction: 

extraction of feature points from processed data, (3) training and authentication stage: 

construction and evaluation of patient-specific machine learning. 

 

 
Figure 6: Approach 

5.1 Signal Selection 

Our authentication approach is based on the premise that two signals characteristic of 

cardiac process collected from an individual, if collected concurrently, will exhibit unique 

patterns specific to the individual. To test the feasibility of creating patient-specific models with 

such synchronously measured signals, it is vital that: (1) we have a large enough sample of 

patients, (2) we have a large enough quantity of concurrent signals for each patient, (3) the 

signals are distinct, and characteristic of heart rhythm, and (4) programmers and pacemakers, 

respectively, can be given the capabilities to measure the two signals. 

We used a dataset provided to us by Boston Scientific with the following: Right 

Ventricular Intracardiac Electrogram (RV EGM) measurements, and Atrial Intracardiac 

Electrogram (Atrial EGM) measurements. Intracardiac Electrogram is measured by leads in 

pacemakers, making it feasible to be used in an authentication approach involving these devices. 
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Programmers will not have such a capability; however, we will use EGM as a proxy for a 

different type of biometric that can be implemented on the side of the programmer.  

 For the purpose of this report, we will assume that RV EGM represents the signal 

obtained on the pacemaker (Signal 1), and that Atrial EGM represents the signal obtained on the 

programmer (Signal 2). The temporal and morphological properties of RV EGM and Atrial EGM 

are very similar to ECG signals. Two peaks from an ECG sample, and two peaks from an Atrial 

EGM sample are shown in Figure 7. 

 

 
 

Figure 7: Two ECG peaks (left) [31] and two Atrial EGM peaks (right) 

 

 Atrial EGM Atrial EGM is a good proxy for Signal 2, because data collected from the 

atria and ventricles can be expected to be distinct, but have an interrelationship (i.e. the atria 

always contract before the ventricles). Figure 8 shows an example of Atrial and RV data for a 

patient plotted in tandem, showing how data collected from the two waveforms varies 

drastically, yet exhibits a pattern (i.e. atrial R-peaks always occur before respective right 

ventricle R-peaks).  

 

 
Figure 8: Raw RV EGM and Atrial EGM superimposed 
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5.2 Dataset 

The dataset provided to us by Boston Scientific had the following key characteristics: (1) 

RV and Atrial EGM data for 100 patients. (2) Between 98 and 104 concurrent data episodes per 

patient, where an episode is a snippet of Atrial or RV data. Each episode consisted of 6000 data 

points, with a sampling rate of 200 Hz. In other words, each episode contained 6000 / 200 = 30 

seconds worth of data. (3) An equal number of synchronously measured Atrial and RV episodes 

per patient. That is, Atrial and RV EGM episodes came in pairs, where the Atrial and RV EGM 

episode in a pair were measured during the same time frame. (4) Timestamps indicating when 

each episode was recorded. It is important to note that each set of synchronously measured RV 

and Atrial EGM episodes per patient were recorded at over the span of a year, at no particular set 

schedule. Figure 9 shows the exact number of Atrial episodes and RV episodes for each 

individual patient. Note that each patient has the same exact amount of Atrial and RV episodes, 

and that there are between 48 and 52 Atrial and RV pairs per patient.  

 

Figure 9: Number of Atrial EGM and RV EGM Episodes per patient 

Before beginning the process of creating authentication models given this data, we 

performed trimming of abnormal data, as well as standardization of the data sets. 

Data Trimming: We discarded 33 of the original 100 patients from our dataset due to 

abnormalities in the recorded data (See Appendix A). Hence, the results in the following sections 

pertain to only 67 patients with few, or zero detected abnormalities. 

Data Processing: Additionally, we normalized each 30-second episode to a [0,1] scale to 

make our dataset consistent, and for ease of performing mathematical computations on the data. 

Normalization was performed individually on Atrial EGM and RV EGM windows, using the 

following computation: 𝑦𝑖 =
𝑥𝑖−min(𝑥)

max(𝑥)−min(𝑥)
, where 𝑥 is a window of RV EGM or Atrial EGM 
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data, 𝑖 is the index of a data point in 𝑥, and  𝑦𝑖 is the normalized data point. This computation is 

performed for each value of 𝑖 in 𝑥. We decided not to filter the data provided to us, as we did not 

see baseline wandering in any episodes. There were instances of data that were noisy, but we 

decided not to use filtering techniques to eliminate noise as it had no impact on feature 

generation (see Appendix B).  

5.3 Feature Extraction 

In the feature extraction process, we first partition each episode of any given patient into 

w time-unit segments, or windows. Then, we extract a total of 36 features from each segment. 

That is, each segment produces a 36-dimensional feature point. Figure 10 shows an example of a 

synchronous Atrial and RV EGM pair, with w = 2 seconds. Previously we had mentioned that a 

full episode contains 6000 data points, sampled at a frequency of 200 Hz. This amounts to a total 

of 30 seconds of data. Figure 10 shows an example of a synchronous Atrial and RV EGM pair, 

displaying only 400 data points. In other words, Figure 10 represents a 2 second window of data 

(400 / 200 = 2).  

 

Figure 10: Synchronous, normalized RV EGM and Atrial EGM windows 

The features we extract from these windows fall into 4 categories: (1) matrix features, (2) 

time-domain features, (3) frequency-domain features, (4) beat time interval features, (5) 

waveform similarity features. The following subsections explain the significance of these 

features, and how they are generated.  
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5.3.1 Matrix Features 

To capture the interrelationship between synchronously measured RV EGM and Atrial 

EGM windows, we generate a portrait with the two segments of data as input. A portrait is 

defined as “an n-dimensional representation of the relationship between several time-series in 

one multi-dimensional space” [30]. The concept of an n-dimensional portrait, along with the 

specific features we extract from this portrait, are inspired by research that fuses ECG and ABP 

(Arterial Blood Pressure) signals in a similar manner to how we fuse Atrial and RV EGM signals 

[30]. 

 

Figure 11: RV EGM and Atrial EGM 2 second window portrait 

 

An example of a portrait for 2-second-long, synchronously measured RV EGM and 

Atrial EGM segments can be seen in Figure 11. The 2-dimensional portrait, P, can be calculated 

as such: 𝑓(𝑡) =  (𝑟𝑣(𝑡), 𝑎(𝑡)) where𝑟𝑣(𝑡) and 𝑎(𝑡) are the normalized RV EGM and Atrial 

EGM windows respectively, and 1 ≤ 𝑡 < 𝑤.  

Matrix features describe the distribution of points in the portrait that capture the shape of 

the RV EGM signal with respect to the Atrial EGM signal. To obtain these features, we view the 

portrait under an n x n grid and count the number of points from the portrait that fall into each 

cell in the grid. This information is stored in an n x n matrix, C, where each element, C(i, j), is 

the count of the number of points in that cell. We chose n = 500 for generating the matrix C. 

From this matrix we extract 3 features: (1) Spatial Filling Index (SPI), (2) Standard Deviation of 

Column Averages (SCA), and (3) Area under the Column Average Curve (AOC).  
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Spatial Filing Index (SPI): To obtain SPI, we generate a matrix S from matrix C, given 

by (1). 

 

 
Each element, S(i, j), represents the square of the probability that a point falls into C(i, j). The 

spatial filing index can be calculated as: 𝑆𝑃𝐼 = ∑ 𝑆𝑖,𝑗
𝑁
𝑖,𝑗=1  

Standard deviation of Column Average (SCA): To obtain this we first calculate the 

column averages of matrix C as: H = [
1

𝑛
∑ 𝐶𝑖1

𝑛
𝑖=1 

1

𝑛
∑ 𝐶𝑖2

𝑛
𝑖=1  . . .

1

𝑛
∑ 𝐶𝑖𝑘

𝑛
𝑖=1 ]. We then 

take the standard deviation of the values in H. 

Area under the Column Average Curve (AOC): This feature is simply the quantified 

area under the curve formed by the column averages of matrix C. This feature is obtained by 

computing the integral of the curve that H forms. 

5.3.2 Time-Domain Features 

 

Time-domain features describe the relationship between R-peaks in normalized RV EGM 

and Atrial EGM signals. There are two categories of time-domain features: individual time-

domain features, and tandem time-domain features. Individual time-domain features are 

extracted from RV EGM and Atrial EGM windows independently, whereas tandem time-domain 

features capture the interrelationship between RV EGM and Atrial EGM. There are 6 individual 

time-domain features extracted from each waveform (totaling 12 features), and 6 tandem time-

domain features. This results in a grand total of 18 time-domain features. 

 

 
Figure 12: Peak detection on 2 second RV EGM window 
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Individual time-domain features: We extract the following 6 features from both RV 

EGM and Atrial EGM windows: (1) Number of peaks, (2) Average peak-to-peak distance, (3) 

Standard deviation of peak-to-peak distances, (4) Average peak height, (5) Standard deviation of 

peak heights, (6) Distance between minimum and maximum peaks. 

The first step in calculating these features involve performing peak detection on the w 

time-unit segment under consideration. We considered two different peak detection algorithms: 

(1) The Pan Tompkins ECG peak detection algorithm [28] and (2) A simplistic window-based 

peak detection algorithm [29]. We selected the simplistic window-based peak detection 

algorithm as it was able to accurately detect more peaks than the Pan Tompkins algorithm (see 

Appendix B). Peak detection allowed us to find the x, y coordinates of all peaks in a given w 

time-unit segment when plotted in a 2D coordinate plane. Figure 122 displays correctly detected 

R-peak x and y locations for a 2 second RV EGM sample. 

After a list of peak indices (peak x-values) and peak magnitudes (peak y-values) are 

compiled, we can calculate the following six features: 

 

1. Number of peaks: A count of how many R-peaks were detected 

2. Average peak-to-peak distance: The average distance between all pairs of neighboring R-

peaks 

3. Standard deviation of peak-to-peak distance: The standard deviation of distances between 

all pairs of neighboring R-peaks 

4. Average peak height: The average R-peak magnitude  

5. Standard deviation of peak heights: The standard deviation of R-peak heights 

6. Distance between minimum and maximum peaks: The absolute value of the difference 

between the peak index with the largest magnitude, and peak index with the smallest 

magnitude 

 

 Tandem time-domain features: These features utilize the previously generated 

individual time-domain features to generate features that capture the relationship between the 

two signals being considered. Figure 133 displays a 2 second RV EGM and Atrial EGM episode 

pair, with the peaks of each respective signal marked. 6 tandem time-domain Features explore 

the following relationships between each signals’ peaks: 

 

1. Ratio of number of peaks: Number of R-peaks in RV EGM divided by number of R-

peaks in Atrial EGM 

2. Ratio of mean peak heights: RV EGM mean peak height divided by Atrial EGM mean 

peak height 

3. Ratio of standard deviation of peak distances: Standard deviation of RV EGM peaks 

divided by Standard deviation of Atrial EGM peaks 

4. Ratio of mean peak distances: Mean RV EGM peak-to-peak distance divided by mean 

Atrial EGM peak-to-peak distance 
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5. Ratio of standard deviation of peak distances: RV EGM standard deviation of peak-to-

peak distance divided by Atrial EGM standard deviation of peak-to-peak distance 

6. Ratio of differences between minimum and maximum peak distances: RV EGM distance 

between minimum and maximum peaks divided by Atrial EGM distance between 

minimum and maximum peaks 

 

 
Figure 13: 2 second RV EGM and Atrial EGM pair plotted in tandem, with peak detection 

5.3.3 Frequency-Domain Features 

Frequency-domain features capture properties of RV EGM and Atrial EGM 

deconstructed from time-domain representations into frequency-domain representations. Similar 

to time-domain features, frequency-domain features are broken up into two categories: individual 

frequency-domain features, and tandem frequency-domain features.  

Individual frequency-domain features: We extract a single individual frequency-

domain feature from each waveform, called energy. Energy is defined as the sum of the squares 

of the Fast Fourier Transform (FFT) coefficients of each individual waveform. FFT is simply the 

algorithm used to deconstruct the waveforms into frequency domain representations. 

 Tandem frequency-domain features: We extract 6 tandem frequency-domain features, 

that are calculated in a similar fashion to the 6 tandem time-domain features. Rather than finding 

the ratios between values generated from peaks detected in the RV EGM and Atrial EGM time-

domain representations, these features calculate the ratios between values generated from peaks 

detected in the frequency-domain representation (FFTs) of the two signals. Figure 14 displays 

FFT’s generated from an RV EGM and Atrial EGM pair in tandem. We consider the first 32 

points in the FFT, and have not shown the first peak due to its extreme value. 
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We extract the 6 following features: 

 

1. Ratio of number of FFT peaks: Number of FFT peaks in RV EGM divided by number of 

FFT peaks in Atrial EGM 

2. Ratio of mean FFT peak heights: RV EGM mean FFT peak height divided by Atrial 

EGM mean FFT peak height 

3. Ratio of standard deviation of FFT peak distances: Standard deviation of RV EGM FFT 

peaks divided by Standard deviation of Atrial EGM FFT peaks 

4. Ratio of mean FFT peak distances: Mean RV EGM FFT peak-to-peak distance divided 

by mean Atrial EGM FFT peak-to-peak distance 

5. Ratio of standard deviation of FFT peak distances: RV EGM standard deviation of FFT 

peak-to-peak distance divided by Atrial EGM standard deviation of FFT peak-to-peak 

distance 

6. Ratio of differences between minimum and maximum FFT peak distances: RV EGM 

distance between minimum and maximum FFT peaks divided by Atrial EGM distance 

between minimum and maximum FFT peaks 

 

 

 
Figure 14: 2 second RV EGM and Atrial EGM FFT pair plotted in tandem, with peak detection 

5.3.4 Beat-Time Interval Features 

Beat-time interval features focus on the relationship between peak locations in RV EGM 

and Atrial EGM. These features first involve calculating the forward distance and backward 

distance between RV and Atrial EGM windows. Forward distance is defined as the temporal 

distance between an RV peak, and the closest Atrial peak that follows it. Figure 15 displays the 

forward distances between RV EGM peaks and following Atrial EGM peaks in a 2 second 

sample of data.  
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Figure 15: Forward distance between RV EGM and Atrial EGM peaks 

 

Backward distance is defined as the temporal distance between an RV peak, and the closest 

Atrial peak that precedes it. Figure 20 displays the backward distances between RV EGM peaks 

and following Atrial EGM peaks in a 2 second sample of data. 

 

 
Figure 16: Backward distance between RV EMG and Atrial EMG peaks 

Note that in Figure 15, the first Atrial EGM peak is not considered, as there is no RV 

EGM peak that precedes it, and the last RV EGM peak is not considered, as it has no Atrial 

EGM peak following it. Furthermore, it should be noted that the black dotted lines in Figure 15 

and Figure 20 are solely used to display the respective RV EGM and Atrial EGM peaks that are 
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being considered as pairs. Forward distance and backward distance are temporal (i.e. distance 

along the x-axis), and not Euclidean. 

 After obtaining separate arrays containing all forward distances and all backward distances 

in a window, we extract the following 6 features: 

 

1. Mean forward distance: The average value of the forward distances 

2. Mean backward distance: The average value of the backward distances 

3. Standard deviation of forward distances: The standard deviation of the forward distances 

4. Standard deviation of backward distances: The standard deviation of the backward 

distances 

5. Root mean square of forward distances: The root mean square value of the forward 

distances 

6. Root mean square of backward distances: The root mean square value of the backward 

distances 

5.3.5 Waveform Similarity Features 

We compute a single waveform similarity feature that determines the distance between 

the RV EGM and Atrial EGM episodes. To obtain a scalar value that is characteristic of distance 

between two waveforms, we use a technique called Dynamic Time Warping (DTW). This 

technique takes two waveforms as input (in this case, RV EGM and Atrial EGM windows), and 

“stretches” the waveforms in such a way that it minimizes the Euclidean distances between 

corresponding points in the signals [32]. The output of the function is equal to the sum of the 

Euclidean distances between each point.   

 
Figure 17: DTW distance between 2 second RV EGM and Atrial EGM pair 

We use a MATLAB implementation of DTW on RV EGM and Atrial EGM pairs to 

determine waveform similarity. Figure 17 shows an original RV EGM and Atrial EGM pair 



  

27 

 

plotted in tandem before being inputted into the DTW algorithm, and the result after the DTW 

algorithm minimized the Euclidean distances between the two waveforms. As can be seen, the 

signals are warped in such a way that their peaks line up, instead of being offset as in the original 

plot. The sum of the Euclidean distances between each point (a way of measuring the “energy” 

or “effort” it takes to produce aligned signals), is computed to be 250.864 in this scenario. 

5.4 Training & Authentication 

The purpose of this research is to determine the feasibility of an authentication approach 

that utilizes two distinct, but related signals characteristic of cardiac process in individuals. 

Hence, in this section, we will explain the processes we used to create and evaluate patient-

specific machine learning models in an attempt to determine their efficacy. In the following 

section, we will discuss the actual parameters used to obtain the optimal results in this 

authentication scheme, and the metrics used to evaluate our results. An overview of our training 

and authentication approach is shown in  Figure 18. 

 

 
Figure 18: Initialization and Authentication Method 

After features have been extracted from each patient in our dataset for the specified 

window size, w, we can train patient-specific machine learning models that learn on each 

patient’s unique features, and then attempt to authenticate these models. We must partition our 

features such that some features can be used in the training process, and others can be used to 

authenticate trained models. As a 36-dimensional feature point will be extracted from each w 

time-unit segment, the formula for determining the amount of feature points that will be 

generated for each patient is as follows: 𝐹𝑝 = (30/𝑤) ∗ 𝐸. In this equation, the constant, 30, 

represents the number of seconds each episode spans. E represents the quantity of episodes 

available for the patient, and p represents the index of the patient being considered, as each 

patient may have a variable number of episodes.  
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 To train our patient-specific models, it is necessary that we utilize feature points from the 

patient under consideration called positive class points. It is also necessary that we input feature 

points from other patients into the data set as negative class points so the machine learning 

classifier can learn to distinguish between the patient (positive class) it has been built to 

represent, and other patients (negative class) in the authentication stage. Furthermore, it is 

important to maintain class balance when training a machine learning classifier, such that the 

positive class is not overrepresented, and vice versa. Classes can be considered to be balanced if 

they contain the same number of points.  

 In our dataset, 𝐹𝑝 will be approximately the same for every patient, hence, we have a 

significant class imbalance. Say we want to train a model for  𝐹𝑝 where p = 1 (the first patient in 

the dataset). We will have 𝐹1 positive class points, and ∑ 𝐹𝑝
𝑛
𝑝=2 negative points, where n is the 

total number of patients in the dataset. In order to balance our classes, we apply the simple 

solution of taking a subset of the negative dataset. This subset must fulfill two requirements: (1) 

It must be equal in size to the positive dataset being considered, and (2) It must contain a roughly 

equal amount of points from each negative patient in the dataset, so that all negative patients are 

equally represented in the machine learning model. 

 After we have obtained the equally sized positive and negative feature point datasets, we 

combine them to create 𝐷𝑝, a dataset of size 𝐹𝑝* 2. We then train and test a machine learning 

classifier using this data with three different approaches: (1) Evaluation of a testing set: 

partitioning 𝐷𝑝 into a training set (a set of feature points used to train a patient-specific model) 

and a testing set (a set of feature points used to test the efficacy of the patient-specific model), 

(2) k-fold cross-validation, and (3) Ensemble learning: training several models per patient in 

order to create an ensemble of learners. These approaches and their respective purposes will be 

discussed in the following subsections. 

5.4.1 k-fold cross-validation 

We aimed to use k-fold cross-validation to determine optimal parameters for our patient-

specific models, including machine learning algorithm and window size. We partition 𝐹𝑝 into k 

parts, in a way that fulfills two requirements: (1) The amount of positive and negative points in 

each part are equal, and (2) The negative points in each part are taken roughly evenly from each 

negative user. This allows us to ensure that each part, or fold, is balanced in terms of classes, and 

is equally represented by all patients in the negative class. Once partitioning has been done, 

regular k-fold cross validation can be performed on the resulting k folds. 

5.4.2 Evaluation of a testing set 

This process is used to simulate real-world usage of our authentication system. For each 

patient, we partition 𝐷𝑝into two sets: a training set, and a testing set. Similar to the process of 

cross-validation, the training and testing sets will contain an equal number of positive and 
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negative class points, the negative class points of which are equally sampled from each negative 

patient. The training set will ideally be larger than the testing set, as it will be used to train the 

patient-specific model. Each point from the testing set will then be inputted into the patient-

specific model. 

 This simulates the real-world scenario of trying to authenticate with a pacemaker that has 

already been deployed with a patient-specific model. The ratio of correct predictions made by the 

model on evaluating the testing set will tell us how well a similarly constructed model might 

perform in actuality. 

5.4.3 Ensemble Method 

  

 
Figure 19: Ensemble Method 

As an additional experiment, we also tested the feasibility of creating an ensemble of 

machine learning classifiers for each individual patient. The purpose of using the ensemble method 

was to fully utilize all points in our negative class and make a “strong” patient-specific ensemble 

that considers the decisions made by several machine learning classifiers, rather than just one. To 

train each classifier in a patient-specific ensemble, a similar process to testing set evaluation is 

used. Previously we had 𝐷𝑝, which contained 𝐹𝑝 positive class points, and 𝐹𝑝 negative class points 

semi-randomly chosen from negative users in the dataset. In ensemble learning, we instead have 

𝐷𝑝,𝑖 for each classifier, where i now represents the index of the classifier in the ensemble. 𝐷𝑝,𝑖 

contains 𝐹𝑝 positive class points for the patient as before, and 𝐹𝑝 negative class points picked semi-

randomly without replacement. What this means is that for each value of i, 𝐷𝑝,𝑖 will contain a 

distinct set of negative class points. For this reason, we will end up with a total of P – 1 classifiers 

in an ensemble, where P is the number of patients in the dataset.  
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Similar to in testing set evaluation, for a patient specific ensemble where p equals some 

patient index, 𝐷𝑝,𝑖 will be split into a training and testing set. Each training set will be used to 

train a respective classifier in the ensemble for all values of i, and the testing sets for all values of 

i will be aggregated to create one large testing set to evaluate the performance of the entire 

ensemble. Each point in the testing set will be fed one by one into each classifier in the patient-

specific ensemble. Then, if the percentage of classifiers that “accept” the point (i.e. the class 

evaluation of the point is confirmed to be the actual class the point originated from) is above a 

threshold, that point will be considered to either be a true positive (if the original class was the 

positive class) or a true negative (if the original class was the negative class). A diagram of this 

method is shown in Figure 19. 
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6 PARAMETER SELECTION 

In this section we will discuss the metrics we use to test the efficacy of our authentication 

system, and the parameters that we selected to achieve optimal results in terms of these metrics.   

6.1 Metrics 

We used the following metrics to evaluate the efficacy of our authentication approach: 

false acceptance rate (FAR), false rejection rate (FRR), accuracy rate, precision, recall, and f1-

score. False acceptance rate (FAR) is defined as the ratio of negative class points that were 

misclassified as positive class points. False rejection rate (FRR) is defined as the ratio of positive 

class points that were misclassified as negative class points. Accuracy rate is simply the ratio of 

correctly predicted points to total number of points. Accuracy rate is not always the optimal 

measure of machine learning classifier performance, as it does not take into consideration the 

weights of false negative and false positives. For this reason, it is especially misleading when 

there is an imbalance of classes (i.e. more positive training points than negative training points, 

or vice versa). In our experiments, we attempted to see how using imbalanced datasets would 

affect classifier efficacy. Hence, we decided to use precision, recall, and f1-score as evaluation 

metrics in addition to the previous evaluation metrics. 

 Precision is defined as the ratio of correctly predicted positive class points to all positive 

class points. Recall is defined as the ratio of correctly predicted negative class points to all 

negative class points. Finally, f1-score is a weighted average of precision and recall. Hence, it 

takes both false positives and false negatives into account, unlike accuracy rate. 

6.2 Parameter Selection 

In this section we will explain how we chose our experimental parameters. These 

parameters include: (1) w: the segment size in seconds to partition each patient episode into, (2) 

T: the amount of training episodes to use in evaluation of the testing set, (3) ML Algorithm: The 

machine learning algorithm and parameters to use to train the data.  

6.2.1 Selecting Amount of Training Episodes to Evaluate Testing Set 

Given that our dataset consisted of ~50 Episodes per patient, we chose T = 35, to leave 

~15 episodes for testing. This way, we could ensure that each patient-specific model was trained 

with the same number of episodes, and we had sufficient episodes remaining for each patient to 

use as testing sets.  

6.2.2 Selecting Window Size and Machine Learning Algorithm 

Rather than testing for w and ML Algorithm independently, we evaluated several 

different machine learning algorithms, for a range of window sizes each. This allowed us to find 
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the optimal ML Algorithm and w combination to use to train our patient-specific models. We 

used 10-fold cross-validation and accuracy rate, FAR, and FRR as the primary metrics to 

determine which combination to use. Below is a graph showing the accuracy rate vs window size 

for the following machine learning classifiers: (1) Random Forest, (2) Support Vector Machine 

(SVM), (3) Logistic Regression, (4) k-Nearest Neighbors with 1 neighbor (kNN-1), (5) k-

Nearest Neighbors with 10 neighbors (kNN-10).  Note that these classifiers were chosen based 

on their simplicity. We implemented each machine learning classifier using the sklearn library in 

Python using the default provided parameters for each algorithm. The window sizes we used 

were multiples of 30, to ensure that we could evenly partition each episode of 30 seconds 

without having left-over data. Figure 20 displays the average cross-validation accuracy rate for 

the 5 listed machine learning algorithms, and 7 different window sizes (starting from 1 second 

and ending at 30 seconds). 

 

Figure 20: Average cross-validation accuracy rate for different ML algorithms, using different window sizes 

The results show that the Random Forest classifier has the highest accuracy rate for every 

window size, and peaks at a window size of 2 seconds (accuracy rate = 96.162%). Furthermore, 

we can see that accuracy rate increases as window size decreases up until a window size of 1 

second. This is because a 1 second window size is not sufficient to extract many meaningful 

features from EGMs. The average adult heart rate is 72 beats per minute [1]. Hence, a 1 second 

EGM snippet will often only contain a single R-peak, and there is no reliable way of calculating 

features that capture peak-to-peak distance. In the case where there is only a single peak in a 

window, we set values that are not computable to 0. 

We have found that in our dataset, a 2 second window will typically contain at least 2 

peaks. Additionally, by lowering the window size, we maximize the amount of feature points 

being inputted into our patient-specific machine learning models. Recall the formula presented 

earlier for determining the amount of feature points that can be extracted from a patient, p: 
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𝑇𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒 = (30/𝑤) ∗ 𝑇. For w = 2 seconds and E = 50 episodes, 𝐹𝑝 = 750. For w = 30 seconds, 

and E = 50 episodes, 𝐹𝑝 = 50. We can expect that classifier accuracy rate and f1-score will 

increase as the amount of training data increases, hence, using a smaller window size that is still 

able to capture all 36 features will produce the best results. It is important to note that if we were 

not limited by our dataset, we would potentially be able to obtain even higher accuracy rate and 

f1-score by using a larger quantity of larger episodes (i.e. we could expect that 𝐹𝑝 = 750 for a 

window size of 30s would produce better results than 𝐹𝑝 = 750 for a window size of 2s). 

 After selecting the Random Forest algorithm with w = 2s as our optimal parameters, we 

proceeded to fine tune the Random Forest classifier. The default algorithm used constructed a 

Random Forest with 10 trees. We hypothesized that increasing the number of Random Forest 

decision trees would increase accuracy rate, and reduce error. We decided to test training random 

forest classifiers with the same data, using the following number of trees: 10, 30, 50, 70, 90, 110, 

130, 160, 190, 210. We did not exceed 210, as while using an even larger number of trees might 

further improve accuracy rate, it would take significantly longer to train and test such a classifier. 

This may not be feasible for implementation on a pacemaker with low computational power. 

Figure 21 shows accuracy rate for each classifier with w = 2s, using 10-fold cross validation. 

 

Figure 21: 10-fold cross-validation accuracy rate for a random forest classifier with a 2 second window size and varying 

numbers of trees 

Accuracy rate and f1-score were highest for Random Forest with 130 trees, at 96.9979% and 

96.999% respectively. Therefore we chose Random Forest with 130 trees as our ML Algorithm. 

6.2.3 Additional Parameter: SMOTE 

SMOTE, or Synthetic Minority Over-sampling Technique allows for the generation of 

synthetic feature vectors created by considering k nearest neighbors of a feature vector, selecting 
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a vector between the vector and the k nearest neighbors, and multiplying this vector by a number 

between 0 and 1. This technique is used to balance unbalanced classes by the addition of 

synthetic feature vectors to the minority class, or class that has the fewer data points. The 

following formula can be used to calculate the amount of positive training points per patient: 

𝑇𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒 = (30/𝑤) ∗ 𝑇. 

For T = 35 Episodes, and w = 2s, 𝑇𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒= 525. Since there are 67 patients in our 

dataset, for any given patient there are 525 positive training points, and 525 * 66 = 34650. This is 

a massive class imbalance, and to remedy it, we undersample our negative dataset (i.e. we take a 

subset of 525 points from the negative dataset, and discard the rest when training a patient-

specific model). In order to attempt to utilize more negative points while keeping classes 

balanced, we tried oversampling the positive dataset. Ultimately, we found that we were able to 

decrease FAR (ratio of negative points falsely rejected) using this approach, but this also led to 

an increase in FRR (ratio of positive points falsely rejected). Hence, we decided not to use this 

method (see Appendix C). 
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7 RESULTS 

In this section we discuss the results obtained from testing set evaluation performed on 

each patient. We attempted training each patient-specific model with the same amount of 

positive points:  𝑇𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒 = (30/𝑤) ∗ 𝑇 where T  = 35 Episodes, and w = 2s.  We varied the 

amount of negative points, starting at 𝑇𝑛𝑒𝑔𝑎𝑡𝑖𝑣𝑒= 𝑇𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒, and increasing until using the 

maximum number of negative points available. We performed 10 trials of evaluation for each 

patient with different random samples of negative training points. Figure 22 displays the 

accuracy rate results for this experiment. 

 

Figure 22: Accuracy rate testing set results over 10 trials, with error bars representing minimum and maximum trial value 

 As can be seen in Figure 22, accuracy increases as the number of negative points used in 

training decreases. The highest accuracy rate achieved was 91.6014%, and corresponded to 525 

positive training points, and 525 negative training points (i.e. balanced classes). For this reason, 

we could conclude that class imbalance caused accuracy rate to drop. We further investigated the 

change in FAR and FRR to determine if one, or both errors were responsible for this decrease in 

accuracy. Figure 23 displays the change in FAR with varying quantities of negative training 

points used. We can observe that FAR also drops as more negative points are used in training. 

This makes intuitive sense, as FAR represents the ratio of negative points that are falsely 

classified. With an increase in negative training data, we can expect negative points to be falsely 

classified less often. 
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Figure 23: FAR testing set results over 10 trials, with error bars representing minimum and maximum trial value 

  Figure 24 displays the change in FRR with varying quantities of negative training points. 

We can observe that FRR increases as the number of negative points used in training increases, 

in contrast to accuracy rate and FAR. This makes intuitive sense, as FRR represents the ratio of 

positive points that are falsely classified. Increasing the negative training dataset without 

increasing the positive dataset will lead to an overrepresentation of the negative class, which can 

make it more difficult for machine-learning based models to correctly distinguish positive class 

points. Furthermore, it can be noted that FAR decreases more rapidly than FRR increases, which 

causes an overall decrease in accuracy rate as more negative points are used in training. 

 
Figure 24: FRR testing set results over 10 trials, with error bars representing minimum and maximum trial value 
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Figure 25 provides a per-patient breakdown of these three metrics with balanced classes 

(i.e. using 525 negative training points and 525 positive training points). 

 

 
Figure 25: Per-patient accuracy rate, FAR, and FRR, using optimal parameters 

 We observed there to be 7 patients whose accuracy rate was below 80%, and 2 patients 

whose accuracy rate was below 60%. These outliers caused a large drop in overall accuracy rate, 

and can be attributed to the training data and testing data for these patients having largely 

different characteristics. There are two potential causes for this: (1) The heart rhythm for the 

patient changed, or (2) An error in the Pacemaker device led to a change in EGM recordings for 

the patient. 

7.1 Ensemble method results 

Each patient-specific ensemble is trained with 66 classifiers, where each classifier is 

trained with the same 525 positive class points for the patient and 525 semi-random negative 

class points that are distinct from each other classifier in the ensemble. In other words, we only 

tested the ensemble learning method with balanced classes, as we found this to be optimal after 

computing our single-classifier results.  

We tested the following thresholds: 60%, 70%, 80%, 90%. These thresholds represent the 

percentage of classifiers in an ensemble that need to “accept” a point for it to be considered a 

true positive or true negative (depending on which class it originated from). We found that 

results for accuracy rate and error rates were exactly the same regardless of the threshold used, 

and hence show a single graph (Figure 26) that shows per-patient results using this method. 
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Figure 26: Per-patient ensemble learning results 

 This method performed slightly worse in terms of accuracy rate, FAR, and FRR, as 

compared to our single-classifier results. Each threshold produced the following average results: 

accuracy rate = 0.85838, FAR = 0.052276, and FRR = 0.23097. We determined the cause to be 

the complexity of the random forest classifier with 130 trees. No matter how many classifiers 

exist in our ensemble, the classifiers are complex enough that they will typically make the same 

decision for any given point. Hence, if one classifier labels a point incorrectly, it is likely that all 

of the classifiers in the ensemble labeled the point incorrectly. For this reason, we deemed the 

ensemble method to be unusable in our authentication scheme. 

7.2 Testing Spread vs Accuracy Rate 

The episodes of data collected for each patient in our dataset were sampled over the span 

of a year. We found that the spread of the testing set (i.e. the number of days between the last 

date a sample was taken and the first date a sample was taken from a patient) varied greatly from 

patient to patient. In other words, some patients had data collected over a short span of time, such 

as 20-30 days, while others had data taken over a larger span of time, such as 150-200 days. The 

partitioning of positive training data and positive testing data for patients was done 

chronologically. That is, points in the positive testing set were always sampled more recently 

than points in the positive training set. We were interested to see if the spread of the testing set 

would lead to a decrease in classifier performance, under the premise that it is typical for 

individuals’ heart pattern to change over time. 
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 Figure 277 shows testing spread (measured in days) plotted against classifier accuracy 

rate for each of 67 patients in our dataset. We see that there is, in fact, a large range in of testing 

set spreads. Even so, there is no correlation between the two variables. The Pearson Coefficient 

R-value shown in this graph is: -0.2735, and the p-value is: 0.025126. 

 

Figure 27: Testing set spread vs average accuracy rate of testing set for each patient 

This tells us that an authentication system that employs our approach may not need to 

frequency retrain patient-specific models, as even for patients that had large testing spreads, 

accuracy rate did not show any significant decline. Furthermore, it tells us that patients with 

particularly low accuracy rates caused by changes in physiology observed in the testing set, and 

not in the training set, were likely not due to a large pass in time between having episode 

samples collected. 
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8 CONCLUSION 

The purpose of our research was to determine the feasibility of using a fusion of 

biometric signals, characteristic of cardiac process, in an authentication scheme. In particular, we 

were interested in authenticating a programmer to a pacemaker, to establish secure 

communication between the two devices. We came up with an authentication scheme that 

deploys a patient-specific machine learning classifier-based model onto a pacemaker. This model 

is built using a fusion of characteristics from two signals, say, Signal 1 and Signal 2. It is 

assumed that Signal 1 can be recorded from a programmer, and that Signal 2 can be recorded on 

the pacemaker. After the model has been deployed upon a patient’s pacemaker, the patient can 

record a snippet of Signal 1 data from a biometric scanner built into a programmer device, which 

will trigger their pacemaker to simultaneously record a Signal 2 snippet of data. Characteristics 

of these two signals are fused, and fed into the model previously deployed on the patient’s 

pacemaker, which will either deem the patient as authentic or inauthentic. 

 We were provided a dataset by Boston Scientific that contained Right Ventricle 

Intracardiac Electrogram (RV EGM) data, and Atrial Intracardiac Electrogram (Atrial EGM) 

data for 100 patients. Each patient had approximately 50 synchronously measured pairs of Atrial 

EGM and RV EGM episodes, or 30 second fragments of signal data. Both of these signals were 

recorded from leads within Boston Scientific brand pacemakers. We decided to use Atrial EGM 

in lieu of a signal that can be recorded from a programmer (e.g. a signal that can be recorded 

using a non-invasive method, such as with a Pulse Oximeter), and RV EGM to represent the 

signal recorded from the pacemaker.  

 We further partitioned each pair of RV EGM and Atrial EGM episodes for every patient 

into windows, or w time-unit segments of signal data. We then performed feature extraction on 

each of these snippets, a process in which we extract 36 features from each snippet that capture 

the individual characteristics of RV EGM and Atrial EGM, as well as characteristics of the 

relationship between the two signals. We call each set of features a feature vector, or feature 

point. 

 We then tested different methods of using these feature points to train and test patient-

specific models. In order to train patient-specific models, we inputted a combination of all 

feature points extracted from a single patient’s data (positive class points) with an equal number 

of semi-randomly picked feature points collected from other patients in the dataset (negative 

class points).  Using 10-fold cross-validation to evaluate this combination of feature points, we 

found an optimal window size to be 2 seconds (i.e. we partitioned each 30 second RV EGM 

episode and Atrial EGM episode into 2 second snippets). Furthermore we found that the best 

performing, simplistic machine learning classifier of several tested was Random Forest with 130 

trees. 

 We evaluated the efficacy of our authentication approach using two techniques: 

evaluation of a testing set and ensemble learning. In evaluation of a testing set, we break up a 

patient’s set of feature points into a larger training set and smaller testing set. We use the training 

set to train the patient specific model, and then feed points from the testing set into the trained 
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model. We can then evaluate the model based on the ratio of points it evaluates correctly, also 

called accuracy rate. We test using different combinations of positive and negative class points 

to construct the training set, and found using the maximum number of positive class points for a 

patient, and an equal number of negative class points was optimal. The accuracy rate we 

achieved in result was ~92%. 

 Using ensemble learning, we created several machine learning models for each patient to 

create a patient-specific ensemble. In this ensemble, each model was trained with the same exact 

positive training points as used in evaluation of the testing set, and unique negative training 

points. That is, each model in the ensemble used completely different negative training points. 

Points from a testing set containing an equal number of positive and negative feature points were 

fed one-by-one into each model in the ensemble. Accuracy rate was calculated by the ratio of 

testing points evaluated correctly by a certain percentage (or threshold) of classifiers in the 

ensemble. Testing various thresholds, the highest accuracy rate we achieved was ~86%. 

 The best accuracy result we were able to achieve using different combinations of 

parameters and model-training methods was ~92%. We believe that our research proves the 

feasibility of using a combination of signals characteristic of cardiac process in an authentication 

scheme, and that further work can be done to achieve better results. 
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9 FUTURE WORK 

In this section we will explain improvements that can be made to our authentication 

approach, as well as additional directions that can be taken in order to create a successful 

authentication scheme between programmers and pacemakers. We believe that the research we 

have conducted will provide a strong foundation for future work in creating a working 

authentication system between pacemaker and programmer devices, and biometric based 

authentication using the fusion of two signals characteristic of heart rate in general. 

9.1 Reducing system error 

Our authentication approach saw especially high FRR (rejection of positive class points). 

The lowest FRR we were able to obtain with optimized parameters was still above 14%. Hence, 

if such an authentication scheme is to be implemented, it is vital that this error rate is reduced. 

Through various experiments using different machine learning classifiers and parameters, we 

believe one of the only ways to reduce error rate whilst using relatively simple patient-specific 

models that can be deployed on pacemakers with limited computational power is to increase the 

amount of positive training data. This will allow patient specific models to better “understand” 

the characteristics of a patient, hence rejecting positive data points from the patient less often.  

 Additionally, we saw that large outliers in Figure 27 were caused by different physiology 

exhibited in the positive training data of the patient, and positive testing data. We suggest more 

research is done to find why there are such drastic changes in EGM data at seemingly random 

intervals in time, and whether this has to do with the changing physiology of the patient, or an 

error in data collection. 

 9.2 Alternative authentication approaches 

Our research tested the feasibility of using a fusion of signals, one of which should be 

intracardiac electrogram measured by a pacemaker device, in an authentication scheme. 

However, there are other methods that can be used to establish a secure connection between 

pacemakers and programmers. One such approach is key exchange. This method would allow 

programmers to authenticate with pacemakers by exchanging cryptographic keys.  

9.3 Authentication using two extremely similar signals 

If it is desired to use cardiac process as a means for authentication, an alternative to using 

a combination of two different signals (measured by a programmer and pacemaker respectively) 

is to use two very similar signals that can be measured on both devices. In the Related Work 

section, we discussed the Nymi Band [24], a device that is worn on the wrist and is capable of 

measuring ECG. Under the assumption that ECG measured from external sensors, and EGM 

measured from within the heart are similar, it may be possible to authenticate a patient-specific 
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model trained with EGM data recorded from a pacemaker with ECG. This could be done by 

implementing a device that can record ECG, similar to the Nymi Band, into a programmer 

device. 
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APPENDIX A – Abnormal Patient Data 

An EGM signal from a patient is deemed abnormal if signal, for any given episode, has 

(1) above 100 R-peaks per minute, (2) below 30 R-peaks per minute, (3) or a low average 

frequency. We classify (1) as noisy data, and (2) and (3) as minimal data. An example of noisy 

data can be seen in Figure 28. A total of 30 patients have noisy data with their average number of 

R-peaks per minute landing between 300 and 2000. The devices with noisy data average 51 

episodes per user which means there are 1530 noisy episodes in the data set.  

 

 
Figure 28: Example of noisy data 

Minimal data, as seen in Figure 29, is defined by a signal having less than 30 R-peaks per 

minute, or an average frequency of less than 0.1. Nine devices have minimal data, three of them 

being atrial signals, and six of them being right ventricle signals. The devices with minimal data 

have an average of 51 episodes per user. This means there are 457 episodes in the data set that 

have minimal data. There are also three users which have both noisy atrial data and minimal 

right ventricle data.  Out of the 100 users 36 of them are abnormal, and 33 of them were deemed 

unusable and eliminated from the data set.  

 

 
Figure 29: Example of minimal data 

After performing testing set analysis, we observed five users with accuracy rates below 

80%. We found that the RV EGM and Atrial EGM signals used as part of the training datasets, 

and the RV EGM and Atrial EGM signals as used as part of the testing datasets for these users 

varied greatly in terms of morphological structure. In partitioning RV EGM and Atrial EGM 
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episodes for patients to construct training and testing sets, the EGM episodes were first ordered 

by time in which they were recorded. Hence, we concluded that the cause for the change of 

morphological structure was either due to a chance in patient physiology, or change in the 

recording of EGM signals over time.  

For example, Figure 30 shows an example of an episode in a devices training dataset. We 

observed that the majority of episodes in the training dataset for this patient looked extremely 

similar to this specific episode. Figure 31 displays an episode from the patient’s testing dataset. 

The two episodes differ in many ways. Firstly, there are a different number of R-peaks in both 

the right ventricle and atrial signals. Secondly, the frequencies of R-peaks in the testing set are 

much larger than the frequencies of the R-peaks in the training dataset. This device had an 

accuracy rate of only 77.45%. 

 

 
Figure 30: Episode 149 from patient 1001395445 

 

 
Figure 31: Episode 150 from patient 1001395445 
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APPENDIX B – EGM Peak Detection 

The largest concern in extracting peak-based features was in reliably detecting peaks in 

EGM signals. We tested two different methods of peak detection: (1) The Pan Tompkins ECG 

peak detection algorithm [28] and (2) A simplistic window-based peak detection algorithm [29]. 

 Pan Tompkins is an algorithm for detecting QRS peaks in ECG waveforms. We utilized a 

MATLAB implementation of the Pan Tompkins algorithm, and determined its accuracy in 

detecting peaks across a small sample of 18 patients. By combining the number of peaks in each 

episode for each user, then totaling the number of peaks for all 18 users, a total of 642 peaks 

were identified. Pan Tompkins was accurate in identifying only 77 of these peaks (~12% 

accuracy). We believe this had a few primary causes: (1) This algorithm was designed to detect 

QRS complexes in ECG waveforms, and not EGM waveforms, (2) Each EGM varied greatly 

from one another in terms of temporal spacing between QRS complexes and amplitudes of R 

peaks. Hence, Pan Tompkins worked flawlessly for a few episodes where conditions were ideal 

for the algorithm, but not at all for other episodes where peak amplitudes may have been too low, 

for example. 

 The second method of peak detection was also provided in a MATLAB implementation 

for detecting R peaks in ECG waveforms. However, this method took a simple window-based 

approach that proved ideal for our purposes. In this approach, the algorithm splits up waveforms 

into several equal-sized windows (in which the size is configurable). The algorithm identifies the 

maximum value in each window, and labels this value as a peak. This method was 100% 

accurate in detecting all 642 peaks identified among 18 patients. We believe this method worked 

well despite its simplicity because of the fact that patients can be expected to have heart rates in 

the 60-100 BPM range. For this reason, if the window size for the peak detection algorithm is 

configured properly, we can expect there to be exactly one peak (representing a heartbeat) in 

each window. 

 This method was particularly helpful for our purposes, as some patients in our dataset had 

considerably noisy EGM episodes, making it difficult to standardize methods for EGM filtering 

and properly identify peaks. Using window-based peak detection eliminated the need for 

filtering, as regardless of how noisy a signal was it would choose the absolute highest value in 

each window to be labeled as a peak.  
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APPENDIX C - SMOTE 

SMOTE, or Synthetic Minority Over-sampling Technique allows for the generation of 

synthetic feature vectors created by considering k nearest neighbors of a feature vector, selecting 

a vector between the vector and the k nearest neighbors, and multiplying this vector by a number 

between 0 and 1. This technique can be used to multiply a sample of feature vectors by the 

number of k neighbors considered in the algorithm. 

 We attempted to use SMOTE to solve our imbalanced positive and negative classes. Using 

T = 35 episodes and w = 2 seconds, we had a total of 525 training points per patient. As there were 

67 patients in our dataset, this meant we had 525 positive training points per patient, and 525 * 66 

= 34650 negative training points per patient. As described in the Results section, the more negative 

points used in training, the higher the FRR and the lower the FAR. FRR increased much more 

rapidly than FRR, causing accuracy rate and f1-score to drop rapidly as more negative points were 

used in training. By increasing the number of negative points, we were skewing the balance of our 

classes. Hence, we decided to see if we could use a class balancing algorithm, such as SMOTE, to 

create artificial positive points in order to oversample the positive class and balance it with the 

negative class. 

 To do this, we used the Borderline SMOTE 1 implementation in Python. In our initial 

experiment we trained patient-specific models with 525 positive points and varying number of 

negative points. In our Borderline SMOTE 1 experiment, we inputted the 525 positive points into 

the Python algorithm and created enough artificial points for the positive class to equal the number 

of points in the negative class. The accuracy rate results using varying numbers of negative points 

can be seen in Figure 32. 

 

 
Figure 32: Testing set accuracy rate using different portions of negative training data balanced using Borderline SMOTE 1 
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 As can be seen, while the drop is not as drastic as the results not using Borderline SMOTE 

1 for class balancing, there is a slight decline as more negative points are used in training. Similar 

to in the results of the initial experiment not utilizing Borderline SMOTE 1, the FAR decreases, 

but the FRR increases more significantly causing the overall decrease in accuracy rate. For this 

reason, we decided that SMOTE was not a viable technique to use in our authentication scheme. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 


